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Abstract
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it suspects of committing damaging acts of undermining. The organization controls

the stakes of the relationship, while the agent strategically times undermining, which

can occur repeatedly and is detected only stochastically. The optimal commitment

stakes policy exhibits both discreteness and gradualism, with distinct “untrusted” and

“trusted” phases featuring gradually rising stakes during the untrusted phase and a dis-

crete gap in stakes between phases. This policy is also the unique equilibrium outcome
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1 Introduction

An organization has discovered it is being undermined by an insider with access to privileged

information. Sensitive documents have been leaked to the media, corporate secrets have been

sold to competitors, obscure vulnerable points in production lines have been discovered and

sabotaged. Executives have identified a suspect — how should they handle the situation?

Cutting off the employee’s access would staunch the bleeding until his loyalty can be assessed,

but also leave him paralyzed and unable to perform his job effectively. Worse, if the employee

is indeed disloyal and expects the sequester to be temporary, he may simply lie low and

feign loyalty. How should the organization regulate the employee’s access to information to

optimally assess his loyalty and limit damage to operations?

Abuse of organizational secrets is a common concern in a broad range of organizations.

Leaks are one important instance — for instance, of governmental or military secrets to the

enemy during times of war, of damaging or sensitive information about government policies to

the press, and of technology or strategic plans to rival firms. Another is sabotage of sensitive

assets — for instance, destruction of a key railway line transporting troops and supplies for

an upcoming military operation, or malicious re-writing of software code causing defects or

breakdowns on a production line. (We provide evidence of such activities in Section 1.1.)

We take these occurrences as evidence that disloyal agents occasionally seek to undermine

their organization through abuse of privileged information.

An important feature of the examples discussed above is that undermining is typically a

dynamic process whose source can be identified only with substantial delay. A mole within

an organization typically leaks many secrets over an extended period, during which time the

organization may realize that information is leaking, but not know who is responsible. Sim-

ilarly, a saboteur may disrupt a production line multiple times or bomb several installations

before being caught. (In Section 1.1 we highlight the ongoing nature of undermining activi-

ties in several of the examples discussed there.) We therefore study environments in which

agents have many chances to undermine their organization, with each decision to undermine

being only occasionally traced back to the agent.

In our model, a principal hires an agent to perform a task repeatedly over time. Task

efficiency increases with the agent’s access to resources and information, which we call the

stakes of the relationship. However, the agent may choose to secretly undermine the principal

with variable intensity at any point in time, and the damage inflicted by each such act is also

increasing in the stakes. Each act of undermining is detected only probabilistically, with the

rate of discovery proportional to the intensity of undermining, so that a disloyal agent has

the opportunity to undermine the principal multiple times. The agent’s loyalty is private
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information, and a disloyal agent wishes to inflict maximum damage to the principal over the

lifetime of his employment. The principal’s goal is to regulate the stakes of the relationship

so as to efficiently screen out disloyal agents, discovering them as quickly as possible and

limiting the resources provided to them without excessively restricting the productivity of

loyal agents.

We first assume that the principal has commitment power and characterize her optimal

stakes policy, whose dynamics proceed through up to three distinct phases. First, during an

initial probationary phase stakes are frozen at their minimal level. Next, stakes are grown

gradually a constant rate during an escalation phase. Finally, the agent is deemed trusted and

stakes jump upward to their maximal level at a discrete graduation event. This stakes policy

induces undermining at full intensity by the disloyal agent throughout the probationary and

trusted phases, while during the escalation phase the disloyal agent is indifferent between

undermining and not, with any strategy yielding equivalent expected profits for the principal.

A natural concern in the high-stakes applications motivating our model is that the prin-

cipal may not be able to credibly commit to future levels of access. We show that in our

setting, credibility is not an issue — the optimal commitment stakes policy is implementable

in a perfect Bayesian equilibrium of the game between the principal and disloyal agent,

and yields the principal the same payoffs as under commitment. In fact, this policy is the

unique policy implementable by any Bayes Nash equilibrium. Further, there exists a unique

equilibrium undermining policy for the disloyal agent. This policy exhibits non-monotonic

undermining intensity, with undermining at full intensity during the probabtionary phase

followed by a discontinuous drop in intensity at the beginning of the escalation phase, and a

subsequent smooth rise back to full undermining intensity upon graduation to trusted status.

The design of the optimal stakes policy is crucially shaped by the agent’s ability to

strategically time undermining. Ideally, the principal would like to subject the agent to

a low-stakes trial period, during which disloyal agents are rooted out with high enough

certainty that the principal can comfortably trust the survivors and jump stakes to their

maximal level. However, a disloyal agent will look ahead to the end of the trial phase

and decide to feign loyalty until they become trusted, so such a scheme will typically fail

to effectively identify loyalists. Indeed, an ineffective trial period merely delays the time

until the principal begins building trust, reducing lifetime payoffs from the project. The

agent must therefore face high enough stakes prior to becoming trusted that they prefer to

undermine during the trial period rather than wait to build trust. A gradual rise in stakes to

a level strictly below maximal stakes emerges as the cost-minimizing way to ensure disloyal

agents choose to undermine and reveal themselves during the trial period.

Our analysis yields important predictions about the relationship between monitoring
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quality, i.e. the rate at which undermining is detected, and the structure of the optimal

stakes policy. First, trust is achieved sooner under better monitoring, with graduation

to trusted status occurring sooner as monitoring improves. Second, improved monitoring

quality reduces the “discreteness” of stakes dynamics — the better the agent is monitored,

the smaller is the jump in stakes at graduation. Third, monitoring quality has a non-

monotone impact on the “gradualism” of stakes-building — the length of the escalation phase

may be either increasing or decreasing in monitoring quality depending on the current level of

monitoring. “Discreteness” and “gradualism” are therefore not straightforward substitutes

for screening, and a change in monitoring quality may lead either to a tradeoff between them

or a tandem movement of both.

Our paper contributes to a literature studying long-term bilateral relationships with

variable stakes when one party can betray the other or expropriate gains. Notable entries

in this literature include Sobel (1985), Watson (1999, 2002), and Kreps (2018), in which

stakes are controlled to screen out uncooperative agents; and Thomas and Worrall (1994),

Albuquerque and Hopenhayn (2004), Rayo and Garicano (2017), Fudenberg and Rayo (2018),

and Atakan et al. (2019), in which variable stakes align incentives for realizing gains from

trade. In all of these papers a key prediction is gradualism: stakes should rise smoothly

over time to balance the gains from cooperation at higher stakes against the benefits of

betrayal. Our paper discovers important limits to gradualism, driven by the introduction of

imperfect monitoring of cooperation. When one party can repeatedly and privately inflict

harm on the other, relationships may optimally exhibit discrete transitions between low-

stakes “untrusted” and high-stakes “trusted” phases.

Our paper also relates to a literature on dynamic screening of buyers by a monopoly seller

under settings of asymmetric information. This literature originates in Stokey (1981) and

Gul et al. (1986), with more recent work including Boleslavsky and Said (2013), Daley and

Green (2018), and Chaves (2019). In these papers the adjustment of prices over time serves

a screening function similar to the adjustment of stakes in our setting. A key theme of this

literature is that impatience of the seller introduces a Coasian force leading the commitment

outcome to outperform the best equilibrium without commitment. In contrast, in our setting

commitment is not needed to achieve the principal’s preferred outcome.

The remainder of the paper is organized as follows. Section 1.1 presents real world ex-

amples of leaks and sabotage. Section 2 presents the model and discusses its assumptions.

We derive the optimal contract under commitment in Section 3 and perform an equilibrium

analysis without commitment in Section 4. Section 5 discusses robustness to relaxation of

several key model features and Section 6 concludes. The appendices contain formal equilib-

rium definitions and proofs of all results.
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1.1 Evidence of leaks and sabotage

We now provide a set of examples illustrating the prevalence of undermining in a broad range

of military, business, and political settings. Our examples share the feature of undermining

which is persistent and often spread over a significant time-span. As our examples illustrate,

organizational leaders are often acutely aware of the risk of such activities and preoccupied

with rooting out their perpetrators.

Wartime provides many classic examples of leaks, sabotage, and other acts of undermin-

ing. We highlight two representative instances from the Second World War. The United

States suffered a severe informational leak when Communist sympathizers Ethel and Julius

Rosenberg supplied Soviet intelligence with confidential documents about American nuclear

research, allowing the Soviet Union to quickly advance its nuclear program and perform test-

ing by 1949. The Rosenbergs passed classified documents to Soviet handlers for years before

they were eventually discovered, tried and convicted of the acts (Haynes and Klehr 2006;

Ziegler and Jacobson 1995). In turn, the United States aided and abetted acts of sabotage

by sympathizers in belligerent nations. In the declassified 1944 brief “Simple Sabotage Field

Manual,” the Office of Strategic Services (the predecessor to the CIA) provided detailed

suggestions to sympathizers on how to engage in destructive acts over time in both military

and industrial contexts. It advised that “[s]lashing tires, draining fuel tanks, starting fires,

starting arguments, acting stupidly, short-circuiting electrical systems, [and] abrading ma-

chine parts will waste materials, manpower, and time.” The brief also provided advice on

how to minimize suspicion and risk of detection: “The potential saboteur should discover

what types of faulty decisions and non-cooperation are normally found in his kind of work

and should then devise his sabotage so as to enlarge that ‘margin of error.’ . . . If you

commit sabotage on your job, you should naturally stay at your work.” This advice con-

templated continued and repeated acts of sabotage, often relying on intimate knowledge of

organizational operations obtained through trust and experience.

Undermining is also common during peacetime in both business and politics, and major

incidents are reported regularly in the news. We highlight several recent examples in cor-

porate and government contexts. In the lead-up to the 2016 election, the social networking

company Facebook attracted negative attention when one of its employees leaked information

via laptop screenshots to a journalist at the technology news website Gizmodo (Thompson

and Vogelstein 2018). On one occasion, the screenshot involved an internal memo from

Mark Zuckerberg admonishing employees about appropriate speech. On a second occasion,

it showed results of an internal poll indicating that a top question on Facebook employees’

minds was about the company’s responsibility in preventing Donald Trump from becoming

president. Other articles followed shortly after, citing inside sources, about Facebook’s sup-
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pression of conservative news and other manipulation of headlines in its Trending Topics

section by way of “injecting” some stories and “blacklisting” others (Isaac 2016).

The electric car company Tesla has fallen victim to both leaks of sensitive information

and sabotage of its codebase. In June 2018, CEO Elon Musk announced in an internal e-mail

that an employee had been caught “making direct code changes to the Tesla Manufacturing

Operating System under false usernames and exporting large amounts of highly sensitive

Tesla data to unknown third parties.” This e-mail was itself made public via a leak to the

press. The employee was apparently a disgruntled employee who had been passed over for

a promotion, but Musk warned employees to remain vigilent against the threat of sabotage

at the instigation of “a long list of organizations that want Tesla to die. . . includ[ing] Wall

Street short-sellers. . . [and] the oil & gas companies.” (Kolodny 2018).

Meanwhile in United States politics, the Trump administration has suffered a series of

high-profile leaks of sensitive or damaging information. These leaks include reports on Rus-

sian hacking in the United States election; discussions about sanctions with Russia; memos

from former FBI director James Comey; transcripts of telephone conversations between

Trump and Mexican President Peña Nieto regarding financing of a border wall (Kinery 2017);

a timeline for military withdrawal from Syria; and a characterization of some Third-World

nations as “shithole countries” (Rothschild 2018). In response to these recurring leaks, the

Trump administration has begun actively attempting to trace them to their source,1 report-

edly via circulating fabricated stories to selected staffers (Cranley 2018).2 Past presidential

administrations have also suffered serious leaks, for instance the disclosure of classified docu-

ments by Edward Snowden and Chelsea Manning under the Obama administration (Savage

2017).

2 The model

2.1 The environment

A (female) principal hires a (male) agent to perform a task over a potentially infinite horizon

in continuous time. The agent’s effectiveness at performing this task depends on his knowl-

edge or access to resources, which we model with a nondecreasing, [0, 1]-valued stakes curve

1Trump has said on Twitter: “Leakers are traitors and cowards, and we will find out who they are!”
2The practice is known in the intelligence community as a “barium meal test” (Wright and Greengrass

1987) or a “canary trap” (Clancy 1987). It has also been employed by businesses: for instance, Elon Musk has
circulated personalized versions of an e-mail containing a bogus non-disclosure agreement (Thomas 2009);
Amazon has strategically planted dummy packages in its delivery trucks to track down theft by drivers
(Peterson 2018); and Paramount Pictures circulated personalized drafts of the screenplay for Star Trek III
(Engel 1994).
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x: when the stakes are xt, the principal’s flow payoff from task performance is precisely

xt. The stakes begin at an exogenous level φ ∈ [0, 1), meant to capture any information or

resources the agent possesses prior to the start of the game or which the principal cannot

avoid granting upon hiring the agent, and are thereafter controlled by the principal subject

to the monotonicity constraint that stakes cannot be lowered below their current level. Per-

formance of this task is perfectly monitored and not subject to moral hazard, so we model

it in reduced form without explicitly introducing a task action for the agent.

In addition to performing the perfectly monitored task, the agent may secretly under-

mine the principal. Specifically, at each moment in time the agent chooses an undermining

intensity βt ∈ [0, 1] in addition to performing his publicly observed task. When the stakes

are xt, undermining with intensity βt inflicts a flow loss of Kβtxt on the principal, where

K > 1. The principal discounts payoffs at rate r > 0, and so given an undermining policy β

and a stakes process x her expected payoffs from employing the agent until time T are

Π(β, x, T ) = E
∫ T

0

e−rt(1−Kβt)xt dt.

Meanwhile, the agent’s motives depend on a preference parameter θ ∈ {G,B}. When

θ = G, the agent is loyal. A loyal agent has preferences which are perfectly aligned with

the principal’s. That is, given an undermining policy β and a stakes process x, the loyal

agent’s expected payoff from being employed until time T is Π(β, x, T ). On the other hand,

when θ = B the agent is disloyal. The disloyal agent has interests diametrically opposed to

the principal’s, and his expected payoff is −Π(β, x, T ). Neither agent type incurs any direct

costs from task performance or undermining; they care only about the payoffs the principal

receives. If the agent is terminated or does not accept employment, he and the principal

both receive an outside option normalized to 0.3

2.2 The information structure

Prior to accepting employment with the principal, the agent is privately informed of his type

θ. The principal believes that θ = G with probability q ∈ (0, 1).

Once the agent is employed, the principal perfectly observes the agent’s task performance

but only imperfectly observes whether the agent has undermined. In particular, whenever

the agent undermines with intensity βt over a time interval dt the principal immediately

receives definitive confirmation of this fact with probability γβt dt, where γ > 0. Otherwise

3In Section 5.1, we relax this restriction and allow the principal to replace the agent after termination,
possibly at a cost. The presence of such a continuation option does not substantially affect results, whether
or not the agent cares about the principal’s payoffs beyond his termination.
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the act of undermining goes permanently undetected.

If the agent chooses undermining policy β, the cumulative probability that his undermin-

ing has gone undetected by time t is therefore exp
(
−γ
∫ t

0
βs ds

)
. Note that the detection

rate is not cumulative in past undermining — the principal has one chance to detect an act

of undermining at the time it occurs. To ensure consistency with this information structure,

we assume the principal does not observe her ex post payoffs until the end of the game.

2.3 Discussion of model assumptions

2.3.1 The task monitoring structure

We have assumed that the agent’s task performance is not subject to moral hazard, while

any steps he takes to undermine the principal are detected only stochastically. We view this

as a reasonable first approximation to the basic dilemma faced by a leaker or saboteur, who

must remain on the job nominally aiding the organization while simultaneously undertaking

damaging acts which might be discovered. The inability of the principal to detect all acts

of undermining can be justified in an organizational context where the principal employs

many agents. In this setting, an undetected act of undermining may be interpreted as an

instance which the principal is unable to trace back to a particular agent. In particular, in

the limit of an organization with a continuum of agents, our model would remain unchanged

if the principal were allowed to observe its aggregate flow payoffs, since this process could

not identify undermining by individual agents even statistically.

What if the agent’s task performance were also subject to moral hazard? Suppose that

by shirking without active undermining, the agent could reduce the principal’s flow payoff

from xt to 0. One alternative specification would be to make all deviations of the agent ob-

served only stochastically, including all task actions underlying the flow payoff collected by

the principal. If deviations from the desired task action are detected at the same rate as un-

dermining, then the agent always coordinates improper task performance and undermining.

The result is a model in which the agent contributes a flow payoff of xt when cooperating

and inflicts net flow damages of Kxt when not cooperating. So by rescaling K, this model

can be mapped onto one in which the task action is directly observable.

Another specification would allow shirking to go undetected, in contrast to the stochastic

detection of explicit undermining.4 In this environment, the agent can effectively undermine

using both low-stakes and high-stakes methods. So long as low-stakes undermining (i.e.

shirking) is undetectable, the disloyal agent always chooses to undermine at some level. If

high-stakes undermining is detected with high probability, i.e. γ is large, the agent might

4We thank Piotr Dworczak for suggesting this specification.
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choose never to undermine at that level, even with no rise in stakes forthcoming, so as

to remain employed and continue low-stakes undermining. Otherwise, the agent makes a

dynamic choice whether to engage in high stakes undermining, taking into account the rate

of future stakes increases. The analysis of such a model would be substantially similar to

ours, differing only in details.

The most natural model specifications with hidden task actions lead to analyses which

differ in only minor ways from our model. We have therefore chosen to focus on the simpler

model with no moral hazard over the task action to simplify exposition.

2.3.2 Minimal and irreversible stakes

Our specification of the task structure requires that the project be operated at a minimal

stakes level of φ, which may be strictly greater than zero. This lower bound is designed to

capture several different technological limitations on the way in which employees may be

treated. First, in some settings organizations may not be able to exclude employees from

obtaining some minimum level of access simply by being employed. For instance, employees

may need to be given keycard access to the building, and may be able to glean sensitive

information from discussions with coworkers, company-wide e-mails, or unguarded recycling

bins.

Second, on some projects employees may simply not be productive unless they are given

minimal levels of access and information commensurate to the needs of that project. While

an untrusted employee could simply be reassigned to an alternative low-value task, this would

be tantamount to firing the employee and would give up the gains from a loyal employee

assigned to a high-value task. This is especially true if the low-value task does not leave

opportunities for effective undermining, so that the employee cannot be screened for loyalty

on the outside task and then brought back in after vetting. In case none of these limitations is

relevant in a particular application, the corresponding solution can be recovered as a special

case of our model by setting φ = 0.

Finally, we assume that once raised, stakes cannot subsequently be lowered. We make this

assumption to accommodate the possibility that stakes-building may occur via the provision

of information about strategic goals and company operations, which cannot be revoked once

given. However, it turns out that the monotonicity constraint does not bind under an optimal

stakes policy, nor is it required to sustain equilibrium play. Our results would therefore be

unchanged if the monotonicity assumption were dropped.
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3 The commitment outcome

In this section we analyze the outcome of the employment relationship when the principal has

commitment power. We characterize the principal’s optimal stakes curve and employment

policy as well as the disloyal agent’s optimal undermining policy. Section 3.1 states the

results of the analysis and highlights important features. Section 3.2 formally sets up the

contracting problem, discusses the key economic forces at play, and provides a heuristic

derivation of the optimal stakes curve.

3.1 The characterization

The principal must decide both on a stakes curve and an employment policy — that is, under

what conditions the agent is fired. We first characterize the principal’s optimal employment

policy.

Lemma 1. If q is sufficiently large, then the unique optimal employment policy terminates

the agent the first time undermining is detected. Otherwise, the agent is terminated imme-

diately.

The proof of Lemma 1 establishes that the optimal employment policy is always one of

two forms: either terminate the agent immediately, or else continue employing the agent

until undermining is detected. The following proposition characterizes the optimal stakes

curve under the latter employment strategy. We discuss below the conditions under which

this policy yields higher profits than immediate termination.

Proposition 1. There exists a unique optimal stakes curve x∗. It consists of up to three

phases:

1. In the probationary phase, stakes are frozen at level xt = φ,

2. In the escalation phase, stakes grow at rate r + γ/K,

3. In the trusted phase, stakes are set at their maximum level xt = 1.

The trusted phase occurs for all parameter values, and the beginning of this phase is a grad-

uation event, at which stakes jump discretely upward.

If q < (K − 1)/K, then when φ is low, the trusted phase is preceded by an initial stakes

jump followed by an escalation phase; when φ is moderate, it is preceded by probationary

and escalation phases; and when φ is high, it is preceded by a probationary phase. If q ≥
(K − 1)/K, the trusted phase begins at time zero.
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Figure 1 illustrates the three phases that can occur under the optimal stakes curve. The

form of the optimal stakes curve depends on both the agent’s initial reputation and the

lower bound φ on stakes. When q < (K − 1)/K, we refer to the environment as one of

low stakes, moderate stakes, or high stakes, depending on which phases are present in the

optimal stakes curve. Figure 2 illustrates each of the three environments. Figure 3 depicts

the values of q and φ for which the various forms of the optimal stakes curve arise. The

figure also illustrates under what parameter values employment of the agent is preferable to

immediate termination; note that all possible forms of the optimal stakes curve may arise

for such parameter values.

φ

t

x∗

1

probationary escalation trusted

Figure 1: Phases of the optimal stakes curve.

The following lemma reports how the timing of the various phases of the relationship and

the size of the jump in stakes at graduation depend on monitoring quality.

Lemma 2. As γ increases:

� The size of the stakes jump at graduation decreases,

� Graduation occurs earlier,

� The length of the escalation phase is zero for small γ, increasing for intermediate γ,

and decreasing for large γ.

Our characterization yields several predictions about the dynamics of trust in the pres-

ence of secret undermining. First, optimal screening of disloyal agents entails discrete jumps
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in stakes. In particular, it is optimal to eventually graduate the agent to trusted status after

a period where stakes are bounded away from their maximal level. This result stands in

contrast to other environments with adjustable stakes, which tend to emphasize the opti-

mality of gradual adjustment. Moreover, the extent to which the principal relies on discrete

adjustment of stakes depends on the monitoring quality γ — the more difficult it is to de-

tect undermining, the more stakes are adjusted through a discrete jump at graduation rather

than through gradual escalation. Additionally, graduation occurs later as monitoring quality

falls. Despite the longer period needed to build trust, the length of the escalation phase need

not always increase as monitoring becomes more difficult; indeed, the relationship between

γ and the length of this phase is nonmonotonic.

φ
t

x∗

1

(a) Low stakes

φ

t

x∗

1

(b) Moderate stakes

t

x∗

1

φ

(c) High stakes

Figure 2: The form of the optimal stakes curve for different values of φ.

In response to the stakes curve characterized in Proposition 1, the disloyal agent’s optimal

undermining policy is summarized in the following lemma:

Lemma 3. Throughout the probationary and trusted phases, the disloyal agent strictly prefers

to undermine and sets βt = 1. During the escalation phase, the agent is indifferent between

undermining or not, and any choice of βt ∈ [0, 1] is optimal. All undermining policies which

are optimal for the agent yield the same profit for the principal.

Under commitment, the disloyal agent’s undermining policy is uniquely determined in

the probationary and trusted phases. By contrast, our characterization is agnostic about
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Figure 3: The behavior of optimal stakes in (q, φ)-space. Regions I, II, III represent the low,
moderate, and high stakes environments, while in region IV q ≥ (K − 1)/K. The shaded
gray region indicates when immediate termination is optimal.

the pattern of undermining during the escalation phase. In Section 4, we show that when

the principal cannot commit to a stakes curve, the agent’s undermining behavior is pinned

down at all times.

3.2 A heuristic derivation

Under commitment, the principal hires the agent by offering a menu of contracts (C1, C2)

committing to a stakes path and employment policy as well as a recommended undermining

policy for the agent.5 No transfers are permitted.6 The following lemma establishes that no

menu of contracts can outperform a single contract accepted by both agent types.

Lemma 4. Given any menu of contracts (C1, C2), there exists an i ∈ {1, 2} such that offering

Ci alone weakly increases the principal’s payoffs.

The intuition for this result is simple and relies on the zero-sum nature of the interaction

between the principal and a disloyal agent. If the principal offers a menu of contracts which

successfully screens the disloyal type into a different contract from the loyal one, she must

be increasing the disloyal agent’s payoff versus forcing him to accept the same contract as

the one taken by the loyal agent. But increasing the disloyal agent’s payoff decreases the

principal’s payoff, so it is always better to simply offer one contract and pool the disloyal

5For ease of exposition, we focus on contracts which do not involve randomization by the principal.
6See Section 5.2 for a discussion of how transfers affect the analysis.
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agent with the loyal one. Thus screening of disloyal agents must be accomplished by direct

detection of undermining rather than self-reports by the agent.

The proof of Lemma 1 establishes that in any contract, the principal optimally terminates

the agent no later than the time undermining is observed. Further, under commitment it is

not necessary to explicitly specify a recommended undermining policy. This is because for

each agent type, all undermining policies maximizing the agent’s payoff yield the principal

the same payoff. Therefore, every contract can be described by a pair (x, T ), where x is

the path of stakes and T (possibly infinity) is an exogenous termination date such that the

principal terminates the agent at the earlier of T and the first time undermining is observed.

An important first step in characterizing an optimal contract is determining the pattern

of undermining behavior the principal wishes to induce. At first glance, it might seem as if

the principal could benefit by discouraging undermining. This turns out not to be the case.

We now establish that the principal optimally makes the disloyal agent willing to undermine

with full intensity at all times.

Definition 1. A contract is a loyalty test if undermining with full intensity at all times is

an optimal strategy for the disloyal agent.

Lemma 5. Suppose a contract (x, T ) is not a loyalty test. Then there exists a loyalty test

(x′, T
′
) with T

′ ≥ T yielding a strictly higher payoff to the principal than x.

This result can be understood by considering modifications to the stakes curve over any

interval where the disloyal agent strictly prefers not to undermine. Over any such interval, the

gains from remaining employed and exploiting higher future stakes must strictly outweigh

the losses from failing to undermine the principal early on. The principal may therefore

bring forward some increment of stakes from the end to the beginning of this interval without

disturbing the optimality of feigning loyalty. This modification does not improve the disloyal

agent’s payoff; therefore, because the principal and disloyal agent have opposed interests, it

does not harm the principal when the disloyal agent is present. Further, this modification

improves the principal’s payoff when the loyal agent is present, as the loyal agent is more

effective when stakes are higher. This argument establishes that the original stakes curve is

improvable.

In light of Lemma 5, designing an optimal stakes curve can be viewed as optimizing the

principal’s profits subject to the incentive constraint that the resulting curve be a loyalty test.

To understand when this constraint binds, it is helpful to first consider a relaxed problem

without the incentive constraint, in which the disloyal agent exogenously undermines with

full intensity at all times. At each time t, supposing that the relationship has not yet been

terminated, the principal receives flow payoffs xt if the agent is loyal and −xt(K − 1) if the
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agent is disloyal. Given a detection rate γ, the total probability the relationship has survived

until time t is q + (1− q)e−γt. Let

πt ≡ Pr(θ = G | β = 1, no observed undermining by time t)

be the agent’s time-t reputation, which is rising over time. Then the principal’s total expected

profits are

Π(x) =

∫ T

0

e−rt
(
q + (1− q)e−γt

)
(πt − (K − 1)(1− πt))xt dt.

Flow profits are maximized at each time by setting xt = φ whenever t is small enough that

πt < (K − 1)/K, and setting xt = 1 afterward. We will let

t∗ ≡ inf{t : πt ≥ (K − 1)/K}

denote the cutoff time at which the optimal stakes curve in the relaxed problem jumps to 1.

If the agent’s initial reputation is at least K−1
K

, then profits are maximized by setting

stakes to their maximal level immediately. Under this policy, the disloyal agent trivially has

no incentive to defer undermining, so the policy solves the unrelaxed problem as well. On

the other hand, if the agent’s initial reputation is below K−1
K

, then t∗ > 0 and it must be

checked that the disloyal agent at least weakly prefers to undermine at full intensity prior

to time t∗. As might be expected, the disloyal agent is most strongly tempted to defer

undermining just prior to time t∗, when his continuation payoff is largest relative to his flow

payoff from undermining. Provided that the jump in stakes at time t∗ is not too large, the

disloyal agent is willing to undermine with full intensity at all times, and the solution to the

relaxed problem is also the solution to the original problem.

To see when incentive compatibility holds, consider the agent’s trade-off between under-

mining just before the jump or waiting until the jump occurs. By undermining, the agent

obtains a flow benefit of Kφdt. On the other hand, the agent risks detection with probability

γdt. If the agent is detected, he is fired and loses the opportunity for future undermining.

Once the stakes have jumped to their maximal level, the total expected value of undermin-

ing is (K − 1)/(r + γ), which reflects time discounting and the probability of detection.

Undermining is therefore optimal if and only if

Kφdt ≥ γ dt · K − 1

r + γ
.

Note that because undermining is only occasionally detected, both the gains and losses from

a particular act of undermining are of the same order, even near a jump in stakes. So
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discontinuities in the stakes curve can be consistent with incentive compatibility.

The condition just derived is satisfied for φ sufficiently close to 1. For lower values of

φ, however, incentive compatibility fails just before the jump. In this case, stakes must

rise more gradually in order to preserve the loyalty test property. Intuitively, two changes

must be made to the stakes curve. First, the jump must be made small enough that the

agent does not prefer to feign loyalty just prior to the jump. Second, stakes should rise from

their initial level as late and as quickly as possible, to ensure that flow losses are minimized

by these higher stakes when the agent is untrusted. This modification to the ideal stakes

curve can be visualized graphically — the constant stakes level prior to time t∗ is shifted

upward to ensure undermining is optimal near time t∗, and then is tilted counterclockwise

as steeply as possible consistent with incentive compatibility. Depending on the value of φ,

this tilt procedure may produce a stakes curve which violates the lower bound early in the

relationship. As a remedy, the principal optimally irons the stakes curve so that it does not

drop below φ. Figure 4c illustrates this ironing in the early stage of the contract.

This “raise-and-tilt” procedure holds fixed the graduation time at t∗. In fact, the principal

will in general also wish to delay graduation, choosing a time t which is larger than t∗. The

tradeoff faced by the principal is that increasing t reduces stakes and losses early in the

relationship (when the agent’s reputation is below (K − 1)/K), but also reduces stakes and

profits late in the relationship (when his reputation is above (K − 1)/K). When the loyalty

test constraint binds and the graduation time is exactly t∗, shifting graduation a bit later

entails no first-order losses, as flow profits just to the right of t∗ are approximately zero.

On the other hand, this shift yields a first-order increase in profits early in the relationship.

The unique optimal stakes curve sets t > t∗ to balance the gains and losses from delaying

graduation.

This construction of the optimal stakes curve ensures that undermining at all times is

an optimal policy for the disloyal agent. However, it is not necessarily the unique optimal

policy. Under the stakes curve x∗, the incentive constraint binds during the escalation

phase, when the principal would like to raise stakes as quickly as possible. Therefore, the

agent is indifferent over undermining during the escalation phase (while strictly preferring

to undermine at all other times). Due to the zero-sum nature of the interaction between

principal and disloyal agent, none of these policies is privileged from the point of view of

maximizing principal profits.
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Figure 4: Heuristic derivation of the optimal stakes curve.

4 The no-commitment outcome

While the commitment outcome sets a benchmark for efficient screening, in high-stakes

applications one might reasonably doubt that a principal can credibly commit to future levels

of access. In this section we study what outcomes are possible without commitment.7 We

show that the commitment outcome is robust to relaxation of the commitment assumption,

and further, equilibrium play uniquely determines disloyal agent behavior at all times.

The following proposition states the main result of the section. It characterizes the unique

sequence of stakes and undermining that can arise along the equilibrium path of any pure

strategy Bayes Nash equilibrium.

Proposition 2. There exists a unique equilibrium path of any pure strategy Bayes Nash

equilibrium, consisting of the stakes path x∗ and an undermining path β∗ satisfying:

� β∗t = 1 during the probationary and trusted phases,

� β∗ is strictly increasing during the escalation phase,

� β∗ is continuous except at the beginning of the escalation phase.

7Throughout this section, we assume that q is sufficiently high that employment of the agent is optimal
under commitment. Otherwise, the optimal outcome is trivially implementable without commitment.
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Further, there exists a perfect Bayesian equilibrium with equilibrium path (x∗, β∗).

This proposition has several components. First, it establishes that the unique commit-

ment stakes path x∗ is also the unique equilibrium stakes path arising in any Bayes Nash

equilibrium. The intuition is as follows. Observe that the principal can guarantee herself

at least her payoff under commitment, regardless of the (disloyal) agent’s strategy, simply

by choosing the stakes path x∗. This is because the principal’s optimal contractual prof-

its are calculated assuming the agent responds by choosing a strategy which minimizes the

principal’s profits given x∗. Therefore, no matter what strategy the agent actually follows in

equilibrium, the principal must do at least as well as under commitment. On the other hand,

the principal’s profits cannot exceed the commitment payoff, as the commitment payoff is

always at least as high as the no commitment payoff. This argument establishes that the

principal receives the same payoff with and without commitment. Since Proposition 1 shows

that x∗ is the unique stakes path achieving this profit, it must be the equilibrium stakes

path.

Second, the proposition pins down a unique undermining path which is consistent with

equilibrium. Optimality for the agent requires undermining with full intensity during the

probationary and trusted phases, but imposes no restriction on undermining behavior dur-

ing the escalation phase. However, most undermining policies do not induce x∗ as a best

response by the principal. Intuitively, the equilibrium rate of undermining controls the pro-

portion of loyal agents remaining in the relationship over time. The more intensively the

principal expects the agent to undermine, the more quickly her beliefs about the agent’s

loyalty rise absent a discovery of undermining. And the level of the principal’s beliefs impact

her incentives to deviate from x∗ either by raising stakes more quickly, to favor an ex post

trustworthy agent, or by freezing them, to shield herself from an ex post suspicious agent.

It turns out that under stakes curve x∗, there is exactly one deterministic undermining

policy which raises the principal’s beliefs at a rate such that she prefers neither to raise stakes

more quickly nor freeze stakes after a period with no discovery of undermining. During

the escalation phase, the disloyal agent’s undermining intensity gradually rises, reaching

full intensity at graduation to trusted status. The shape of β∗ is plotted in Figure 5. A

notable feature is that in a moderate stakes environment, equilibrium undermining intensity

is nonmonotonic, exhibiting a downward jump at the beginning of the escalation phase.

Finally, the proposition establishes that there exists a perfect Bayesian equilibrium sup-

porting (x∗, β∗) as its equilibrium path. This step amounts to constructing a full contingent

undermining strategy for the agent, conditioning on the principal’s past behavior, which

supports the equilibrium path and further is part of an equilibrium in every continuation

game. The equilibrium is Markovian in a two-dimensional state variable (y, p) consisting
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Figure 5: The time-consistent undermining path.

of the current stakes level y and the principal’s posterior belief p about the agent’s type:

whenever the state is (y, p), on or off the equilibrium path, the continuation strategies yield

the same equilibrium path of stakes and undermining in the continuation game.

In particular, whenever (y, p) lies in the low stakes region (on or off path), the principal’s

strategy is to immediately raise stakes to begin (or resume) the escalation phase. Of course,

the principal has an opportunity to deviate, such as by simply holding stakes fixed, keeping

the agent in perpetual anticipation of a sudden increase in stakes. To deter such deviations,

we exploit a useful property of the undermining path β∗: at any time during the escalation

phase, the principal’s expected flow payoff is identically zero. For all states in the low stakes

region, we therefore specify an undermining intensity that makes the principal’s expected

flow payoff identically zero. Importantly, this intensity depends only on p, and thus the

principal cannot benefit from downward deviations, either by improving her flow payoffs

over a fixed length of time or by increasing the rate at which she screens out disloyal agents.

5 Robustness

In this section we study the robustness of our results to relaxation of several key assumptions

in our baseline model.

5.1 Replacing the agent

Our model assumes that the agent is irreplaceable, so that if the agent is discovered to be

disloyal and fired the principal loses all future payoffs from performance of the agent’s task.

This is a reasonable assumption for settings in which the agent is a specialist and the task
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payoff is relative to some performance benchmark for a replacement. However, in other

settings it may be reasonable to believe that the principal can replace a disloyal agent with

someone of similar skills, perhaps at a cost. Our analysis can be adapted to accommodate

this scenario with only minor modifications. We will consider two alternative specifications:

in one, the principal’s post-termination payoff does not enter the disloyal agent’s; in the

other, it does. We find that in the first specification, the principal’s solution is exactly the

same as in the baseline model, while in the second, the optimal stakes curve is qualitatively

similar and differs mainly in a tighter constraint on the rate of stakes growth during the

escalation phase.

First suppose the agent cares only about firm outcomes while employed. Then the firm’s

continuation value following termination does not matter for his incentives, and in particular

the game is no longer zero-sum. However, this turns out not to impact the optimality of

offering a single contract. For it continues to be the case that any contract can be modified

to create a loyalty test which weakly improves the principal’s payoffs, without changing the

payoff to the disloyal agent. So without loss the principal offers only loyalty tests. Also, with

a positive post-termination payoff the principal optimally recommends undermining at all

times under any loyalty test, so all contracts optimally chosen by the principal must discover

the disloyal agent at the same rate. Thus the contribution to the principal’s profits from the

post-termination option is the same for all contracts. The game is then effectively zero-sum

with a disloyal agent, implying optimality of a single contract.

In light of the previous discussion, the ability to collect a continuation payoff Π > 0

following termination changes the principal’s problem only by adding on a constant term

(1 − q) γ
r+γ

Π to the principal’s payoff, which critically does not depend on the choice of x.

And if Π is determined endogenously, say as the value of the original problem minus a search

cost, it can be calculated by solving a simple fixed-point problem. So the contract design

problem is completely unchanged by the possibility of replacement, and the optimal stakes

curve will be the same.

Alternatively, suppose the agent’s preferences are over the lifetime value of the position,

regardless of who holds it. In this case the game continues to be zero-sum, and the principal

continues to optimally offer only a single contract which is a loyalty test. However, now the

disloyal agent’s incentive constraints for undermining tighten, reflecting the added value of

holding off replacement through feigning loyalty. Consequently, the growth rate of x during

the escalation phase is slower than without replacement; the size of the jump in stakes when

the agent becomes trusted becomes smaller; and the optimal initial stakes level will rise,

meaning the length of the probationary period shrinks and more parameter settings will fall

into the low-stakes regime. Otherwise, the optimal contract is qualitatively similar to the
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no-replacement case, and is derived similarly.

Note that all changes in the contract are driven by changes in the incentives for disloyal

agents to feign loyalty. Continuation payoffs do not directly enter the principal’s objective

for the current agent for any given stakes policy. And replacement does not change the

undermining policies which are optimally induced, as even without replacement the principal

already optimally induces as much undermining as possible. So while post-termination

options potentially boost the principal’s lifetime profits, for a given agent they only restrict

the set of loyalty tests which can be offered.

5.2 Transfers

Suppose that in addition to regulating the rate of stakes growth, the principal could commit

to a schedule of transfers to the agent. Could it use this additional instrument to improve

contract performance? To study this possibility, we consider an augmentation of the model

with transfers in which the agent cares about money as well as the firm’s payoffs. Our

main finding is that while the principal may utilize up-front transfers as part of a menu of

contracts designed to screen out the disloyal agent, the contract intended for the loyal agent

will be qualitatively similar to the optimal contract in the baseline model.

Specifically, if the firm’s expected profits (including any spending on transfers) are Π,

and the expected net present value of transfers made to the agent are T, then we model the

loyal agent’s total payoff as

UG = (1− δ)Π + δT

while the disloyal agent’s payoff is

UB = −(1− δ)Π + δT

for some δ ∈ (0, 1). This specification is intended to capture a world in which agents are

homogeneous in their relative interest in money versus firm outcomes, but differ in their

preferred firm outcomes in the same way as in the baseline model.8 In particular, the

limiting case δ = 0 can be thought of as nesting the baseline model, as transfers cannot be

used to align incentives and the optimal contract is as in the baseline.

When δ > 0, cash transfers can be used to improve outcomes by screening out the

disloyal agent. In particular, suppose that under a particular operating contract involving

no transfers, the firm’s expected profits when facing the disloyal agent are Π < 0, in which

8Moreover, this specification captures situations in which disloyal agents have a higher marginal value for
money than the principal. This is because the disloyal agent enjoys a transfer from the principal through
two channels: the direct benefit of the transfer, as well as the cost to the principal of the transfer.
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case the disloyal agent receives a payoff of UB = −(1 − δ)Π. Note that a buyout contract

providing an immediate transfer of −(1−δ)Π followed by termination yields the same payoff

UB to the disloyal agent, so the disloyal agent is willing to take the buyout over the operating

contract. And offering this contract increases principal’s payoff in case the disloyal agent is

present, from Π to (1−δ)Π. So when transfers are allowed, a menu of contracts offering both

an operating contract and a buyout will generally be optimal.

To better understand the optimal form of the operating contract in this environment,

assume for simplicity that δ ≤ 1/2. This assumption ensures that the loyal agent would

rather take the operating contract than a buyout.9 In this case the optimal menu of contracts

involves an operating contract and a buyout calibrated as in the previous paragraph. The

operating contract solves a modified version of the principal’s problem in which the disloyal

agent’s contribution to the principal’s expected payoff is downweighted by a factor 1 − δ.

Intuitively, the ability of the principal to buy out the disloyal agent from any operating

contract at a discount reduces the downside risk in offering a more generous stakes curve in

the operating contract. Consequently, the optimal operating contract delivers the disloyal

agent (should he accept it) a higher utility than he would get in the optimal contract in the

absence of transfers, but conditional on that utility level, the stakes curve is identical to that

found in the baseline analysis.

6 Conclusion

This paper studies dynamic screening of disloyal agents in a variable-stakes principal-agent

problem, when higher stakes both facilitate efficient performance of the agent’s job and

enhance the harm of leaks or sabotage. With some probability the agent opposes the interests

of the principal, and can undermine her in a gradual and imperfectly detectable manner.

Ideally, the principal would like to hold stakes to a very low level until she can sufficiently

ascertain loyalty by detecting and tracing the source of any undermining. However, such a

scheme is self-defeating, as it gives a disloyal agent strong incentives to defer undermining

to avoid detection until stakes rise. An optimal stakes curve must therefore escalate stakes

sufficiently gradually that the disloyal agent undermines and reveals himself when stakes are

low.

9It can be shown that the loyal agent prefers not to take the buyout for all δ if K ≤ 2. When both
assumptions fail, then the loyal agent’s IC constraint potentially binds at the contract selection stage. To
ensure that the loyal agent chooses the operating contract, an optimal operating contract may then involve
large payments in the distant future which boost the value of the contract to the loyal agent. Alternatively,
the agents may be pooled together into a single operating contract with no buyout, if the required payments
to “screen in” the loyal agent are too costly.
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We show that under commitment, the optimal stakes path features a probationary phase

of fixed stakes, an escalation phase with a smooth rise in stakes, and a deterministic date at

which the agent is deemed trusted and stakes jump discretely to their maximum level. This

jump in stakes is a signature feature of an optimal stakes process in our setting, which does

not arise in existing models of variable-stakes relationships with discrete betrayal actions.

We also study the model without commitment, and find that the optimal stakes curve is

the unique path of stakes supportable without commitment, with the agent’s undermining

strategy uniquely pinned down in the no-commitment game and exhibiting a non-monotonic

intensity of undermining.

Several assumptions afford our model significant tractability and present opportunities for

future work. First, our model assumes that agents are either fully aligned or totally opposed

to the principal’s long-run interests. This restriction allows us to focus on the principal’s

problem of screening out disloyal agents, by abstracting from the incentive-alignment issues

often studied in dynamic contracting models. However, in some situations it may be realistic

to suppose that even disloyal agents can be “converted” into loyal ones through sufficient

monetary compensation, team-building exercises, or other incentives. We leave open as an

interesting direction for future work the broader question of when a principal might prefer

to screen versus convert agents who face temptations to undermine her.

Our model also assumes that the nature of the underlying task is exogenous, and that the

agent’s loyalty is independent of the task. Relaxing these assumptions would allow one to

study how a firm or organizations should proceed when facing severe challenges: while some

alternatives might be mild and uncontroversial, other more drastic course corrections might

carry a risk of alienating a subset of agents. The question of how firms should choose among

alternatives with different implications for agent loyalty is an important one for future study.

Finally, we have assumed that the principal can only detect undermining as it takes

place, as in the interception of telecommunication. It seems plausible that in many real-

world settings, past undermining may eventually be detected with a lag, exposing the agent

to larger cumulative risk the earlier she undermines. Extending our model to capture such a

technology would introduce interesting additional forces shaping the disloyal agent’s optimal

undermining policy, and thus the resulting optimal stakes curve. Such a model would also be

technically challenging to analyze, as it would involve a privately observed persistent state

variable controlled by the agent.
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A Equilibrium definitions

In this appendix we develop a notion of strategies in the no-commitment game between

the principal and disloyal agent tailored to our setting, and use them to define Bayes Nash

equilbrium and perfect Bayesian equilibrium.10 We leverage the fact that only one player

(the principal) acts observably, to sidestep technical issues arising in more general settings.

The game takes place on a state space Ω = X× B× T× ΩP × ΩA, where:

� X is the set of increasing, [φ, 1]-valued, increasing functions,

� B is the set of càdlàg, [0, 1]-valued functions,

� T is set of elements τ ∈ (R+ ∪ {∞})N such that:

1. τk ≤ τk+1 for all k, with the inequality strict whenever τk <∞,

2. limk→∞ τk =∞,

� ΩP and ΩA are arbitrary state spaces.

Each element ω ∈ Ω is a vector ω = (x, β, τ, ωP , ωA), where x is the path of stakes; β is

the path of undermining; τ is the vector of times at which undermining is observed; and ωP

and ωA are realizations of the principal and agent’s randomization devices. Note that τ may

have entries of∞, which correspond to histories with only a finite number of observations of

undermining. Also, at most a finite number of observations of undermining are allowed by

any finite time. X, B, and T are endowed with the Borel Σ-algebras generated by sup norm.

ΩP and ΩA are endowed with arbitrary Σ-algebras and probability measures µP and µA.

Let X and B be the coordinate processes X(ω) = ω(x) and B(ω) = ω(β), and define the

counting process N by

Nt(ω) =
∞∑
k=1

1{t ≥ ω(τ)k}.

Define FP to be the filtration induced by N and the Σ-algebra on ΩP , and FA to be the

filtration induced by X,N, and the Σ-algebra on ΩA.

Definition A.1. A strategy profile is a triple (χ,Λ, ζ), where:

� χ is an FP -adapted, càdlàg, [φ, 1]-valued, increasing stochastic process,

� Λ is an FP -stopping time,

10For simplicity, we do not explicitly model the type of the agent, and simply define payoffs appropriately
to reflect the probabilistic presence of the disloyal agent.
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� ζ is an FA-adapted, càdlàg, [0, 1]-valued stochastic process.

(χ,Λ) are chosen by the principal, and represent her control of stakes and termination,

respectively. ζ is chosen by the agent and represents his undermining policy, depending

on the history of stakes, observed undermining, and his randomization device. Intuitively,

(χ, ζ) jointly determine a probability measure over stakes paths and undermining. However,

as both condition on the path of observed undermining, whose distribution in turn depends

on ζ, the mapping must be carefully defined and shown to be coherent. We next formally a

mapping from (χ, ζ) to probability measures on Ω.

Fix a stakes-undermining pair (χ, ζ). FP -adaptedness of χ implies existence of a unique

measurable function X̃χ : T×ΩP → X such that X̃χ(ω(τ), ωP ) = χ(ω) for every ω. Similarly,

FA-adaptedness of ζ implies existence of a unique measurable function B̃ζ : X×T×ΩA → B
such that B̃ζ(ω(x), ω(τ), ωA) = ζ(ω) for every ω. Also, for each τ ∈ T and k = 0, 1, ..., define

τ k to be the vector such that τ kj = τj for j ≤ k, and τ kj =∞ for j > k.

Then given a pair (χ, ζ), a regular conditional probability ντ (χ, ζ) over T × ΩP × ΩA

given (ωP , ωA) is characterized via the conditional distributions

Pr(τk ≤ ∆t+ τk−1 | τ1, ..., τk−1, ω
P , ωA)

=

0, ∆t < 0,

1− exp
(
−γ
∫ ∆t

0
B̃ζ
s+τk−1

(X̃χ(τ k−1, ωP ), τ k−1, ωA) ds
)
, ∆t ≥ 0.

whenever τk−1 < ∞, and Pr(τk = ∞) = 1 whenever τk−1 = ∞. These conditional distri-

butions define the probability of the kth jump using the expected cumulative hazard rate

under ζ, assuming that no further jumps arrive after time τk−1 and stakes evolve according

to χ.

For this construction to induce a well-defined conditional probability ντ (χ, ζ) over T ×
ΩP × ΩA, it must place probability 1 on T × ΩP × ΩA for every (ωP , ωA). Clearly ντ (χ, ζ)

puts probability 1 on vectors τ which are strictly increasing so long as elements are finite.

Further, for each t <∞,

Pr(τk ≤ t | τ1 ≤ t, ..., τk−1 ≤ t, ωP , ωA) ≤ 1− exp(−γt),

and so

ντ (χ, ζ)({ lim
k→∞

τk ≤ t}, ωP , ωA) ≤
∞∏
k=1

(1− exp(−γt)) = 0.

In other words, ντ (χ, ζ)
(
{limk→∞ τk =∞}, ωP , ωA

)
= 1, so ντ (χ, ζ) places probability 1 on

T× ΩP × ΩA, as required.
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The regular conditional probability ντ (χ, ζ) induces a probability measure µτ (χ, ζ) over

T× ΩP × ΩA in the standard way:

µτ (χ, ζ)(F ) =

∫
ντ (χ, ζ)(F, ωP , ωA) dµP (ωP ) dµA(ωA).

for measurable subsets F ⊂ T× ΩP × ΩA. Finally, for every measurable subset E ⊂ Ω, let

E
(χ,ζ)

= {(τ, ωP , ωA) ∈ T× ΩP × ΩA : (X̃χ(τ, ωP ), B̃ζ(X̃χ(τ, ωP ), τ, ωA), τ, ωP , ωA) ∈ E}.

(Note that E
(χ,ζ)

is a measurable subset of T×ΩP ×ΩA whenever E is a measurable subset

of Ω, given that compositions and vectors of measurable functions are measurable.) Then

define µ(χ, ζ)(E) = µτ (χ, ζ)(E
(χ,ζ)

). Note in particular that under µ(χ, ζ), X(ω) = χ(ω) and

B(ω) = ζ(ω) a.s.

Using the measure µ(χ, ζ), payoffs to the principal and disloyal agent from a given strategy

profile may be defined as

Π(χ,Λ, ζ) = q E(χ,0)

[∫ Λ

0

e−rtXt(1−KBt) dt

]
+ (1− q)E(χ,ζ)

[∫ Λ

0

e−rtXt(1−KBt) dt

]
and

UB(χ,Λ, ζ) = E(χ,ζ)

[∫ Λ

0

e−rtXt(KBt − 1) dt

]
and where E(χ,ζ) represents expectations under the measure µ(χ, ζ). Note that the principal’s

payoff is a weighted average of two expected payoffs, one assuming the agent plays the

strategy χ′ = 0, in which case B = 0 with probability 1, and one assuming the agent plays

the strategy χ′ = χ. These terms capture the payoff contributions from the loyal and disloyal

agent, respectively.

Definition A.2. A Bayes Nash equilibrium is a strategy profile (χ,Λ, ζ) such that

Π(χ,Λ, ζ) ≥ Π(χ′,Λ′, ζ) for all (χ′,Λ′)

and

UB(χ,Λ, ζ) ≥ UB(χ,Λ, ζ ′) for all ζ ′.

We now turn to the definition of a perfect Bayesian equilibrium. As we do not need

randomization for our results involving subgame-perfect implementation, we will define PBE

only in pure strategies.

Define F̃P to be the filtration induced by X (but not ΩP ) and F̃A to be the filtration
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induced by X and N (but not ΩP ). Given any F̃A-adapted agent strategy ζ, define a belief

process πζ by

πζt =


(

1 + 1−q
q

exp
(
−γ
∫ t

0
ζs ds

))−1

, Nt = 0,

0, Nt > 0.

Note that πζ is also F̃A-adapted, and accords with Bayes’ rule whenever it applies. (Bayes’

rule does not apply if N increments at a time when ζt = 0. We resolve the resulting belief

indeterminacy after such histories in favor of sure beliefs that the agent is disloyal.) The

strategy ζ induces a natural family of continuation strategies at each time t for the contin-

uation games beginning at that time. This family of strategies is indexed by the history

ht = (xs, ns)s≤t, and the continuation game at time t with history (xs, ns)s≤t is isomorphic

to the original game with initial stakes xt and initial beliefs Pr(θ = G) = πt. We will denote

the induced strategy in each continuation game by ζ≥t(ht).

Definition A.3. A (pure-strategy) perfect Bayesian equilibrium is a strategy profile (χ,Λ, ζ)

such that:

� χ is F̃P -adapted, Λ is an F̃P -stopping time, and ζ is F̃A-adapted,

� (χ,Λ, ζ) is a Bayes Nash equilibrium,

� For every time t ≥ 0 and history ht = (xs, ns)s≤t, there exists a principal strategy

(χ≥t(ht),Λ
≥t(ht)) such that (χ≥t(ht),Λ

≥t(ht), ζ
≥t(ht)) is a pure-strategy Bayes Nash

equilibrium of the game with initial stakes Xt and initial beliefs πζt .

Our notion of perfect Bayesian equilibrium economizes on notation by not explicitly

recording the principal’s off-path continuation play as part of the equilibrium strategy profile.

Nevertheless, the equilibrium definition requires that, both on and off path, the agent’s

continuation play be part of a Nash equilibrium of the continuation game. Note that the

requirement of Bayes Nash equilibrium already implies this condition for all on-path histories,

and thus the on-path continuation play constitutes an equilibrium of the continuation game.

The extra requirement is that some other equilibrium strategy profile justify the agent’s play

following any off-path history.11

11This definition also does not formally require that the same continuation equilibrium is played at each
history along the revised equilibrium path following a deviation. However, it is easy to see that along
the revised equilibrium path, continuation play of the revised equilibrium strategy continues to satisfy the
equilibrium requirement for successive subgames.
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B Technical results

In this appendix we prove several technical lemmas aiding in the characterization of incentive-

compatible undermining policies. For the lemmas in this subsection, fix a (deterministic)

stakes curve x and termination time T .

Given any undermining policy β, define Uβ to be the disloyal agent’s continuation value

process under β, conditional on the agent remaining employed. By definition,

Uβ
t =

∫ T

t

exp

(
−r(s− t)− γ

∫ s

t

βu du

)
(Kβs − 1)xs ds

for all t ≤ T , with Uβ
t = 0 for t > T . This function is absolutely continuous with a.e.

derivative
dUβ

dt
= (r + γβt)U

β
t − (Kβt − 1)xt, t ≤ T .

Note that the rhs is bounded below by f(Uβ
t , t), where

f(u, t) ≡ min{(r + γ)u− (K − 1)xt, ru+ xt}.

Lemma B.1. Suppose g(u, t) is a function which is strictly increasing in its first argument.

Fix T ∈ R+, and suppose there exist two absolutely continuous functions u1 and u2 on [0, T ]

such that u1(T ) ≥ u2(T ) while u′1(t) = g(u1(t), t) and u′2(t) ≥ g(u2(t), t) on [0, T ] a.e. Then:

1. u1 ≥ u2.

2. If in addition u1(T ) = u2(T ) and u′2(t) = g(u2(t), t) on [0, T ] a.e., then u1 = u2.

Proof. Define ∆(t) ≡ u2(t)− u1(t), and suppose by way of contradiction that ∆(t0) > 0 for

some t0 ∈ [0, T ). Let t1 ≡ inf{t ≥ t0 : ∆(t0) ≤ 0}. Given continuity of ∆, it must be that

t1 > t0. Further, t1 ≤ T given u1(T ) ≥ u2(T ). And by continuity ∆(t1) = 0. But also by the

fundamental theorem of calculus

∆(t1) = ∆(t0) +

∫ t1

t0

∆′(t) dt.

Now, given that ∆(t) > 0 on (t0, t1), it must be that

∆′(t) = u′2(t)− u′1(t) ≥ g(u2(t), t)− g(u1(t), t) > 0

a.e. on (t0, t1) given that g is strictly increasing in its first argument. Hence from the previous

identity ∆(t1) > ∆(t0), a contradiction of ∆(t1) = 0 and ∆(t0) > 0. So it must be that
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∆ ≤ 0, i.e. u2 ≤ u1.

Now, suppose further that u1(T ) = u2(T ) and u′2(t) = g(u2(t), t) on [0, T ] a.e. Trivially

u2(T ) ≥ u1(T ) and u′1(t) ≥ g(u1(t), t) on [0, T ] a.e., so reversing the roles of u1 and u2 in the

proof of the previous part establishes that u1 ≤ u2. Hence u1 = u2.

Lemma B.2. Given any T ∈ R+ and u ∈ R, there exists a unique absolutely continuous

function u such that u(T ) = u and u′(t) = f(u(t), t) on [0, T ] a.e.

Proof. Suppose first that x is a simple function; that is, x takes one of at most a finite

number of values. Given that x is monotone, this means it is constant except at a finite set

of jump points D = {t1, ..., tn}, where 0 < t1 < ... < tn < T . In this case f(u, t) is uniformly

Lipschitz continuous in u and is continuous in t, except on the set D. Further, f satisfies the

bound |f(u, t)| ≤ (K − 1) + (r + γ)|u|. Then by the Picard-Lindelhöf theorem there exists

a unique solution to the ODE between each tk and tk+1 for arbitrary terminal condition

at tk+1. Let u0 be the solution to the ODE on [tn, T ] with terminal condition u0(T ) = u,

and construct a sequence of functions uk inductively on each interval [tn−k, tn−k+1] by taking

uk(tn−k+1) = uk−1(tn−k+1) to be the terminal condition for uk. Then the function u defined

by letting u(t) = uk(t) for t ∈ [tn−k, tn−k+1] for k = 0, ..., n, with t0 = 0 and tn+1 = T, yields

an absolutely continuous function satisfying the ODE everywhere except on the set of jump

points D.

Now consider an arbitrary x. As x is non-negative, monotone, and bounded, there exists

a increasing sequence of monotone simple functions xn such that xn ↑ x uniformly on [0, T ].

Further, there exists another decreasing sequence of monotone simple functions x̃m such

that x̃m ↓ x uniformly on [0, T ]. For each n, let un be the unique solution to the ODE

u′(t) = fn(u, t) with terminal condition u(T ) = u, where

fn(u, t) ≡ min{(r + γ)u− (K − 1)x̃nt , ru+ xnt }.

(The arguments used for the case of x simple ensure such a solution exists.) By construction

fn(u, t) is increasing in n for fixed (u, t), hence dum/dt ≥ fn(um(t), t) for every m > n.

Also observe that each fn is strictly increasing in its first argument, hence Lemma B.1

establishes that the sequence un is pointwise decreasing. Then the pointwise limit of un as

n → ∞ is well-defined (though possibly infinite), a function we will denote u∞. Further,

fn(u, t) ≤ ru + 1, hence by Grönwall’s inequality un(t) ≥ −1/r + (u + 1/r) exp(r(t − T )).

Thus the un are uniformly bounded below on [0, T ], meaning u∞ is finite-valued.

Now define an absolutely continuous function u∗ on [0, T ] pointwise by setting

u∗(t) = u−
∫ T

t

f(u∞(s), s) ds.
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Our goal is to show that u∗ is the desired solution to the ODE. Once that is established,

Lemma B.1 ensures uniqueness given that f is strictly increasing in its first argument.

Use the fundamental theorem of calculus to write

un(t) = u−
∫ T

t

dun

ds
ds = u−

∫ T

t

fn(un(s), s) ds,

and take n → ∞ on both sides. Note that |fn(un(s), s)| ≤ (K − 1) + (r + γ)|un(s)|, and

recall that the sequence un is pointwise decreasing and each un satisfies the lower bound

un(t) ≥ −1/r + (u + 1/r) exp(r(t − T )). Hence a uniform lower bound on the un(t) is

min{−1/r, u}. So |un| may be bounded above by |un(s)| ≤ max{1/r, |u|, |u1(s)|}. As u1

is continuous and therefore bounded on [0, T ], this bound implies that (K − 1) + (r +

γ) max{1/r, |u|, |u1(s)|} is an integrable dominating function for the sequence |fn(un(s), s)|.
The dominated convergence theorem then yields

u∞(t) = u−
∫ T

t

lim
n→∞

fn(un(s), s) ds = u−
∫ T

t

f(u∞(s), s) ds = u∗(t).

So u∞ and u∗ are the same function. Meanwhile, differentiating the definition of u∗ yields

du∗

dt
= f(u∞(t), t) = f(u∗(t), t).

Then as u∗(T ) = u, u∗ is the desired solution to the ODE.

Lemma B.3. An undermining policy β∗ maximizes the disloyal agent’s payoff under (x, T )

iff dUβ
∗

dt
= f(Uβ∗

t , t) a.e. on [0, T ].

Proof. Suppose first that β∗ is an undermining policy whose continuation value process

Uβ∗ satisfies dUβ
∗

dt
= f(Uβ∗

t , t) a.e. on [0, T ]. Fix an arbitrary undermining policy β with

continuation value process Uβ. Suppose first that at some time T ≤ T , Uβ∗

T ≥ Uβ
T . Then by

Lemma B.1, Uβ∗

t ≥ Uβ
t for all t < T, and in particular when t = 0, meaning the lifetime

value to the disloyal agent of β∗ is at least as high as that of β, as desired. Note that if T is

finite, then trivially Uβ∗

T
= Uβ

T
= 0, and so no further work is required in this case.

So suppose instead that T = ∞ and Uβ∗

t < Uβ
t for all t. Let x∞ ≡ limt→∞ xt, which

must exist given that x is an increasing function. We first claim that lim supt→∞ U
β∗

t =

(K − 1)x∞/(r + γ). First, given that xt ≤ x∞ for all time it must also be that Uβ∗

t ≤
(K − 1)x∞/(r + γ), as the latter is the maximum achievable payoff when xt = x∞ for all

time. Suppose U∞ ≡ lim supt→∞ U
β∗

t < (K − 1)x∞/(r + γ). Then lim supt→∞ f(Uβ∗

t , t) ≤
(r+γ)U∞− (K−1)x∞ < 0. This means that for sufficiently large t, dUβ∗/dt is negative and
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bounded away from zero, meaning Uβ∗ eventually becomes negative. This is impossible, so

it must be that U∞ = (K − 1)x∞/(r + γ).

Now, define ∆U ≡ Uβ
0 − Uβ∗

0 > 0. As f(u, t) is strictly increasing in u and dUβ/dt ≥
f(Uβ

t , t) for all t, it must therefore be the case that dUβ/dt > dUβ∗/dt a.e. Thus

Uβ
t = Uβ

0 +

∫ t

0

dUβ

ds
ds > Uβ

0 +

∫ t

0

dUβ∗

ds
ds = Uβ∗

t + ∆U

for all t. But then

lim sup
t→∞

Uβ
t ≥ U∞ + ∆U = (K − 1)x∞/(r + γ) + ∆U,

and as ∆U > 0 it must therefore be that Uβ
t > (K − 1)x∞/(r + γ) for some t sufficiently

large. This contradicts the bound Uβ
t ≤ (K − 1)x∞/(r+ γ) for all t, hence it cannot be that

Uβ∗

t < Uβ
t for all time. This proves that β∗ is an optimal undermining policy for the disloyal

agent.

In the other direction, fix an undermining policy β such that dUβ

dt
> f(Uβ

t , t) on some

positive-measure subset of [0, T ]; we show that β is not optimal for the agent. Recall that

dUβ

dt
= (r − γβt)Uβ

t − (Kβt − 1)xt

a.e. on [0, T ]. Then as Uβ is continuous and β, x, and f(u, ·) are right-continuous, it must

be that if dUβ

dt
> f(Uβ

t , t) at some t = t0 < T, the inequality also holds a.e. on some interval

[t0, t1) ⊂ [0, T ) with t1 > t0. Note that trivially dUβ

dt
= f(Uβ

t , t) whenever Kxt = γUβ
t , so

for a.e. t ∈ [t0, t1) either Kxt > γUβ
t or else Kxt < γUβ

t . Then by right-continuity of x and

Uβ
t , there exists a subinterval [t′0, t

′
1) ⊂ [t0, t1) with t′1 > t′0 such that either Kxt > γUβ

t

everywhere on this interval, or else Kxt < γUβ
t everywhere on this interval.

Suppose first that Kxt > γUβ
t everywhere on [t′0, t

′
1). Then define an undermining profile

β∗ by setting β∗t = βt for t /∈ [t′0, t
′
1), and β∗t = 1 for t ∈ [t′0, t

′
1). Note that this policy is càdlàg

by construction. By Ito’s lemma,

Uβ
0 =

∫ T

0

exp

(
−rt− γ

∫ t

0

β∗s ds

)(
(r + γβ∗t )U

β
t −

dUβ

dt

)
ds+exp

(
−rT − γ

∫ T

0

β∗t dt

)
Uβ
T .

Now take T → T , and note that the final term vanishes whether T is finite or infinite: in
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the finite case because Uβ

T
= 0, and in the infinite case because Uβ is bounded. Thus

Uβ
0 =

∫ T

0

exp

(
−rt− γ

∫ t

0

β∗s ds

)(
(r + γβ∗t )U

β
t −

dUβ

dt

)
dt.

Using the fact that β∗t = βt for t /∈ [t′0, t
′
1), this expression may be equivalently written

Uβ
0 =

∫
[0,t′0)∪[t′1,T )

exp

(
−rt− γ

∫ t

0

β∗s ds

)(
(r + γβt)U

β
t −

dUβ

dt

)
dt

+

∫ t′1

t′0

exp

(
−rt− γ

∫ t

0

β∗s ds

)(
(r + γβ∗t )U

β
t −

dUβ

dt

)
dt

=

∫
[0,t′0)∪[t′1,T )

exp

(
−rt− γ

∫ t

0

β∗s ds

)
(Kβt − 1) dt

+

∫ t′1

t′0

exp

(
−rt− γ

∫ t

0

β∗s ds

)(
(r + γβ∗t )U

β
t −

dUβ

dt

)
dt

=

∫
[0,t′0)∪[t′1,T )

exp

(
−rt− γ

∫ t

0

β∗s ds

)
(Kβ∗t − 1) dt

+

∫ t′1

t′0

exp

(
−rt− γ

∫ t

0

β∗s ds

)(
(r + γβ∗t )U

β
t −

dUβ

dt

)
dt.

Now, by construction dUβ/dt > f(Uβ
t , t) for a.e. t ∈ [t′0, t

′
1). So

Uβ
0 <

∫
[0,t′0)∪[t′1,T )

exp

(
−rt− γ

∫ t

0

β∗s ds

)
(Kβ∗t − 1) dt

+

∫ t′1

t′0

exp

(
−rt− γ

∫ t

0

β∗s ds

)(
(r + γβ∗t )U

β
t − f(Uβ

t , t)
)
dt.

Further,

f(Uβ
t , t) = (r + γ)Uβ

t − (K − 1)xt = (r + γβ∗t )U
β
t − (Kβ∗t − 1)xt

for t ∈ [t′0, t
′
1) given that Kxt > γUβ

t and β∗t = 1 on this interval. Thus

Uβ
0 <

∫ T

0

exp

(
−rt− γ

∫ t

0

β∗s ds

)
(Kβ∗t − 1) dt = Uβ∗

0 .

Thus β∗ is a strict improvement on β.

If instead Kxt < γUβ
t on [t′0, t

′
1), then defining β∗ by setting β∗t = 0 on [t′0, t

′
1) and carrying

through the same argument yields an identical result. Thus in all cases, there exists a càdlàg

policy β∗ which is a strict improvement on β, completing the proof.
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C Proofs for Section 3

C.1 Proof of Lemma 1

First, we show that for any contract, there exists a contract giving the principal a weakly

higher payoff which terminates the agent no later than the time at which undermining is

first detected. Given any contract, construct a modified contract by specifying termination

at the minimum of the termination time under the original contract and the time at which

undermining is first detected. Given any optimal undermining policy β in response to this

new contract, there is an optimal undermining policy β̃ which specifies undermining with

full intensity at all times after the termination time, and otherwise specifies undermining

exactly as in β. That is, the principal’s payoff from the modified contract is her payoff

when the agent follows β̃. Now β̃ is of course feasible under the original contract, and hence

the principal’s payoff from the original contract is bounded above by her payoff when the

agent plays β̃. In turn, the latter payoff is bounded above by the principal’s payoff under

the modified contract, because when the agent plays β̃, the outcome of the relationship

under the original contract differs from the outcome of the relationship under the modified

contract only in that the former extends the relationship with a (possibly empty) interval of

time, following detection, during which the agent (who must be disloyal, given that detection

occurred) undermines with full intensity.

Hence, it is weakly optimal for the principal to terminate the relationship as soon as

undermining is detected, whenever the relationship has survived up to that point. It follows

that a stakes curve x is part of an optimal contract if and only if it is part of an optimal

contract of the form (x, T ). Moreover, if there exists an optimal undermining policy under

the original contract for which termination occurs (strictly) later than detection with positive

probability along the path of play, the contract modification performed above induces a strict

improvement in the principal’s payoff.

Based on these developments, we solve for the optimal contract of the form (x, T ). We

prove the rest of the lemma in the process of proving Proposition 1. In particular, we show

that when q is sufficiently high, this optimal contract sets T =∞, and β = 1 is an optimal

undermining policy, for which detection at time t occurs along the path of play for all t ≥ 0,

and thus the (essentially) unique employment policy terminates the agent at the time of

detection. And for the remaining q, T = 0.
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C.2 Proof of Proposition 1

Define

t∗ ≡ 1

γ
ln

(
(K − 1)

1− q
q

)
x ≡ (K − 1)γ

K(γ + r)

x ≡ (K − 1)γ

K(γ + r)

(
Kq

K − 1

)1+Kr
γ

tL ≡
K

γ
ln

(
K − 1

Kq

)
tM ≡ t∗ − 1

γ
ln
(
Ke

γ
K

∆ − (K − 1)
)

∆ ≡
(
r +

γ

K

)−1

ln

(
x

φ

)
tM ≡ tM + ∆.

We first prove that an optimal contract sets either T = 0 or T = ∞, and that when

T =∞ the unique optimal stakes path x∗ is as follows:

1. If q ≥ K−1
K

, x∗t = 1 for all t ≥ 0.

2. If q < K−1
K

and φ ≥ x,

x∗t =

φ if t ∈ [0, t∗)

1 if t ≥ t∗.

3. If q < K−1
K

and φ ∈ (x, x),

x∗t =


φ if t ∈ [0, tM)

φe(r+γ/K)(t−tM ) if t ∈ [tM , tM)

1 if t ≥ tM .

4. If q < K−1
K

and φ ≤ x,

x∗t =

xe(r+γ/K)t if t ∈ [0, tL)

1 if t ≥ tL.

In light of Lemma 5, the principal optimizes her payoff among the set of contracts (x, T )
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which are loyalty tests. Given a contract, define

Ut ≡


∫ T
t
e−(r+γ)(s−t)(K − 1)xs ds, t ≤ T

0, t > T

to be the disloyal agent’s continuation utility at time t, supposing his undermining has not

been detected by time t and he undermines with full intensity forever afterward. Differenti-

ating this identity wrt t gives the useful auxiliary identity

xt =
1

K − 1

(
(r + γ)Ut − U̇t

)
, t ≤ T (C.1)

which will be used to relate the current level of stakes to the rate of change of the agent’s

continuation utility process. (Subsequent to time T , the level of stakes is immaterial and

won’t be specified.)

The following lemma characterizes a necessary and sufficient condition for a contract to

be a loyalty test.

Lemma C.1. A contract (x, T ) is a loyalty test if and only if

U̇t ≤
(
r +

γ

K

)
Ut (C.2)

for every time t such that U̇t exists.

Proof. Fix a contract (x, T ). Note that Ut = U̇t = 0 for all t > T , so the identity (C.2) is

trivially satisfied for all such times. Further, the right-hand derivative of Ut at t = T is 0

whenever T is finite, so if U̇T is defined, the identity is also satisfied at t = T .

Suppose there existed a time t < T at which U̇t is defined and (C.2) failed. Consider any

undermining policy which unconditionally sets βt = 0 from time t to time t + ε for ε > 0,

and then unconditionally sets βt = 1 after time t+ ε. Let V (ε) be the expected continuation

payoff to the disloyal agent of such a strategy beginning at time t, conditional on not having

been terminated prior to time t. Then

V (ε) = −
∫ t+ε

t

e−r(s−t)xs ds+ e−rεUt+ε.

Differentiating wrt ε and evaluating at ε = 0 yields

V ′(0) = −xt − rUt + U̇t.

If V ′(0) > 0, then for sufficiently small ε the expected payoff of unconditionally un-
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dermining forever is strictly improved on by deviating to not undermining on the interval

[t, t + ε] for sufficiently small ε > 0. (Note that undermining up to time t yields a strictly

positive probability of remaining employed by time t and achieving the continuation payoff

V (ε).) So

−xt − rUt + U̇t ≤ 0

is a necessary condition for unconditional undermining to be an optimal strategy for the

disloyal agent.

Now, by the fundamental theorem of calculus U̇t is defined whenever xt is continuous,

and is equal to

U̇t = (r + γ)Ut − (K − 1)xt.

Solving for xt and inserting this identity into the inequality just derived yields (C.2), as

desired.

In the other direction, suppose x is a stakes curve satisfying (C.2) whenever U̇t exists.

As this derivative exists except possibly at T and whenever x is discontinuous, and as x is a

monotone function and so has at most countably many discontinuities, it follows that (C.2)

holds a.e. To prove the converse result we invoke Lemma B.3, which requires establishing

that

U̇t = min{(r + γ)Ut − (K − 1)xt, rUt + xt}

a.e. on [0, T ]. As previously noted, U̇t exists a.e. on [0, T ] and is equal to

U̇t = (r + γ)Ut − (K − 1)xt

wherever it exists. So it is sufficient to show that (r + γ)Ut − (K − 1)xt ≤ rUt + xt a.e., i.e.

γUt ≤ Kxt.

Combining the hypothesized inequality U̇t ≤
(
r + γ

K

)
Ut and the identity U̇t = (r+γ)Ut−

(K − 1)xt yields the inequality

(r + γ)Ut − (K − 1)xt ≤
(
r +

γ

K

)
Ut.

Re-arrangement shows that this inequality is equivalent to xt ≥ γUt/K, as desired.

The principal’s design problem therefore reduces to solving the problem

sup
x∈X,T∈R+∪{∞}

∫ T

0

e−rtxt(q − (1− q)(K − 1)e−γt) dt s.t. U̇t ≤ (r + γ/K)Ut ∀t < T ,

(PP )
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where X is the set of monotone, càdlàg [φ, 1]-valued functions.

We characterize the optimal contract for the cases q ≥ (K−1)/K and φ ≥ x by solving a

relaxed version of (PP ), ignoring the IC constraint on U̇t, and checking afterward that it is

satisfied. Fix a termination time T . Note that the coefficient q− (1− q)(K − 1)e−γt in (PP )

is positive iff q ≥ (K − 1)/K or both q < K−1
K

and t > t∗. Hence, the principal’s objective

function is solved pointwise by setting xt = 1 in those cases, and by setting xt = φ otherwise.

Given this stakes curve, the objective function is first decreasing in T until max{0, t∗}, and

then increasing afterward. Therefore the solution to the relaxed problem either sets T = 0

or T =∞.
If T = 0 then trivially the IC constraint is satisfied, so suppose T =∞. If q ≥ (K−1)/K,

we have x∗t = 1 for all t ≥ 0 and clearly the IC constraint is satisfied since U̇t = 0, solving

the original problem. If q < (K − 1)/K, IC is clearly satisfied for the conjectured path at

all times t ≥ t∗. At times t < t∗, equation (C.1) implies that

U̇t = −(K − 1)xt + (r + γ)Ut,

and thus U̇t ≤ (r + γ/K)Ut if and only if xt ≥ γ
K
Ut. Now xt = φ and since Ut is increasing

for t < t∗, this inequality is satisfied for all t < t∗ if and only if φ ≥ γ
K
Ut∗− = γ

K
K−1
r+γ

= x.

Thus the solution to the relaxed problem solves (PP ).

When q < K−1
K

and φ < x, the IC constraint binds and we must solve the unrelaxed

problem. It will be convenient to transform this problem into one involving an optimization

over paths of U rather (x, T ). The following lemma faciliates this task by writing the objective

function as a function of U rather than (x, T ).

Lemma C.2. For any contract (x, T ),

∫ T

0

e−rtxt(q − (1− q)(K − 1)e−γt) dt = −
(

1− K

K − 1
q

)
U0 +

qγ

K − 1

∫ ∞
0

e−rtUt dt.

Proof. Let

Π =

∫ T

0

e−rtxt(q − (1− q)(K − 1)e−γt) dt.

Use the fact that U̇t = −(K − 1)xt + (r + γ)Ut for t < T as an identity to eliminate xt from

the objective, yielding

Π =

∫ T

0

(
q

K − 1
eγt − (1− q)

)
e−(r+γ)t((r + γ)Ut − U̇t) dt.

This expression can be further rewritten as a function of U alone by integrating by parts.
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The result is

Π = −
(

1− K

K − 1
q

)
U0 − lim

t→T

(
q

K − 1
eγt − (1− q)

)
e−(r+γ)tUt +

qγ

K − 1

∫ T

0

e−rtUt dt.

The surface term at t = T vanishes whether T is finite or infinite: when it is finite because

UT = 0, and when it is infinite becase U is bounded in the interval [0, (K − 1)/(r + γ)].

Further, Ut = 0 for t > T , so the upper limit of the final integral may be extended to ∞.
These steps yield the expression in the lemma statement.

To cast problem (PP ) as an optimization problem over the process U, we must identify

the set of admissible utility processes which can be induced by stakes curves lying in the

admissible set X. The bound xt ≤ 1 immediately implies that Ut ∈ [0, U ] for all t, where

U ≡ (K−1)/(r+γ). For future reference, we will also define U ≡ φU. Additionally, equation

(C.1) can be combined with the lower bound xt ≥ φ to obtain an additional upper bound

U̇t ≤ (r + γ)Ut − (K − 1)φ on the growth rate of U for t < T . These bounds on the path of

U are sufficient to produce an optimal stakes curve lying in X.
In particular, it will be sufficient to solve the relaxed problem

sup
U∈U

{
−
(

1− K

K − 1
q

)
U0 +

qγ

K − 1

∫ ∞
0

e−rtUt dt

}
s.t. U̇t ≤ min{(r + γ/K)Ut, (r + γ)Ut − (K − 1)φ} ∀t ≤ T [U ]

(PP ′)

where U is the set of absolutely continuous [0, U ]-valued functions and T [U ] ≡ inf{t : Ut =

0}. The stakes curve corresponding to a solution to this problem is computed using the

identity (C.1) for t < T [U ].12 The corresponding termination time is T [U ], since once Ut falls

to zero it must remain there forever, and this can be accomplished only by terminating the

agent immediately.13

The following lemma establishes that for any fixed U0, the solution to problem (PP ′)

yields a stakes curve lying in X.

Lemma C.3. Fix u ∈ [0, U ]. There exists a unique solution U∗∗(u) to problem (PP ′) subject

12In general this identity need only hold a.e., given the possible non-differentiability of U on a set of measure
zero. In this case many stakes curves consistent with U may exist. When U has a well-defined right-hand
derivative everywhere, we will select the unique x for which the identity holds everywhere substituting the
right-hand derivative of U for U̇ . As the optimal utility process lies in this class, we need not specify the
selection for more general U.

13In case φ = 0 and U0 = 0 this payoff may also be delivered by setting xt = 0 for any length of time and
then terminating. It will not matter for our results which contract is selected in this case.
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to the additional constraint U0 = u, and the stakes path x(u) defined by

x(u)t ≡
1

K − 1

(
(r + γ)U∗∗(u)t − U̇∗∗(u)t

)
∀t < T [U∗∗(u)]

satisfies x(u) ∈ X. Further, the termination time T (u) ≡ T [U∗∗(u)] =∞ iff u ≥ U.

Proof. Fix u ∈ [0, U ]. Ignoring the fixed term involving U0 and all multiplicative constants,

the principal’s objective reduces to ∫ ∞
0

e−rtUt dt,

which is increasing in the path of Ut pointwise. Let g(U) ≡ min{(r+γ/K)U, (r+γ)U−(K−
1)φ}. We begin by constructing the unique pointwise maximizer of U subject to U0 = u,

U ∈ U, and U̇t ≤ g(Ut) a.e. on [0, T [U ]].

Note that g(Ut) = (r+ γ/K)Ut if Ut ≥ Û ≡ Kφ/γ while g(Ut) = (r+ γ)Ut − (K − 1)φ if

Ut ≤ Û . Define

t†(u) ≡ inf
{
t : e(r+γ)t

(
u− U

(
1− e−(r+γ)t

))
≥ Û

}
.

Note that Û > U, so that t†(u) <∞ iff u > U. Explicitly, t†(u) may be written

t†(u) =


0, Û ≤ u

1
r+γ

log
(
Û−U
u−U

)
, U < u < Û

∞, u ≤ U

.

Then define a utility process U †(u) by

U †(u)t =

e(r+γ)t max
{
u− U

(
1− e−(r+γ)t

)
, 0
}
, t < t†(u)

Û exp
((
r + γ

K

)
(t− t†(u))

)
, t ≥ t†(u)

.

Note that T [U †(u)] < ∞ iff u < U. It is readily checked by direct computation that U †

satisfies U †0 = u and U̇ †(u)t = g(U †(u)t) a.e. on [0, T [U †(u)]], with g(U †(u)t) = (r+γ)U †(u)t−
(K − 1)φ for t < t†(u) and g(U †(u)t) = (r + γ/K)U †(u)t for t ≥ t†(u). Further, U †(u)t = 0

for t ≥ T [U †(u)].

Now, fix an arbitrary absolutely continuous function U satisfying U0 = u and the control

constraint. Since Ut = 0 for t ≥ T [U ], trivially Ut ≤ U †(u)t for such times. So consider times

t < T [U ]. Since U̇t ≤ (r + γ)Ut − (K − 1)φ a.e. on [0, T [U ]], the integral form of Grönwall’s
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inequality implies that

Ut ≤ e(r+γ)t
(
u− U

(
1− e−(r+γ)t

))
for every t ∈ [0, T [U ]], and in particular for t ≤ t†(u), where it implies Ut ≤ U †(u)t. Ad-

ditionally, U̇t ≤ (r + γ/K)Ut a.e. on [0, T [U ]]. Then applying Grönwall’s inequality again

beginning at time t†(u) implies that

Ut ≤ Ut†(u) exp
((
r +

γ

K

)
(t− t†(u))

)
≤ U †t

for all t > t†(u), with the second inequality following from Ut†(u) ≤ U †(u)t†(u) = Û . So

Ut ≤ U †(u)t for all t < T [U ] as well. Thus U †(u) is the unique pointwise maximizer among

all absolutely continuous functions satisfying the control constraint and U0 = u.

The function U †(u) cannot directly be taken to be the optimal continuation utility pro-

cess, as it is not guaranteed to be properly bounded above. So define a function U∗∗(u) by

U∗∗(u)t = min{U †(u)t, U}. If u ≤ U, then U∗∗(u) = U †(u) and so U †(u) is the pointwise

maximizer of the objective. Otherwise, note that U †(u) is a continuous, strictly increasing

function, and there exists a unique (finite) time t
†
(u) at which U †(u)t = U. Then by the facts

of the previous paragraph, U∗∗(u) is the unique pointwise maximizer of U on the interval

[0, t
†
(u)] subject to the control constraint and U0 = u; and it is trivially the unique pointwise

maximizer of U subject to U ≤ U on the interval (t
†
(u),∞). Thus U∗∗(u) is the unique

pointwise maximizer of U in U subject to the control constraint and U0 = u. The induced

termination time T (u) ≡ T [U∗∗(u)] is given by

T (u) =


1

r+γ
log
(

U
U−u

)
, u < U,

∞, u ≥ U
. (C.3)

The final step in the proof is to calculate the stakes curve

x(u)t ≡
1

K − 1

(
(r + γ)U∗∗(u)t − U̇∗∗(u)t

)
induced by U∗∗(u) for t < T (u) and check that it lies in X. If u ≤ U, then

x(u)t = φ (C.4)

for t < T (u), which is in X. (The choice of x(u)t for t ≥ T (u) is immaterial.) Next, if
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u ∈ (U, Û) then t†(u) < t
†
(u) and

x(u)t =


φ, t ≤ t†(u)

φ exp
((
r + γ

K

) (
t− t†(u)

))
, t†(u) < t < t

†
(u)

1, t ≥ t
†
(u).

(C.5)

Note that x(u)
t
†
(u)

= 1 while x(u)
t
†
(u)− = γ

K
K−1
r+γ

< 1. So x(u) is monotone increasing,

bounded below by x(u)0 = φ and above by 1, meaning x(u) ∈ X. If Û < U and u ∈ [Û , U),

then

x(u)t =


uγ
K

exp
((
r + γ

K

)
t
)
, t < t

†
(u)

1, t ≥ t
†
(u).

(C.6)

Given u ≥ Û , uγ/K ≥ φ. And at t = t
†
(u) it satisfies x(u)

t
†
(u)

= 1 and x(u)
t
†
(u)− = γ

K
K−1
r+γ

<

1. Thus x(u) is monotone increasing everywhere, bounded below by x(u)0 = uγ/K ≥ φ and

above by 1. So x(u) ∈ X. Finally, if u = U , then x(u) = 1 which is clearly in X.

The previous lemma ensures that any solution to problem (PP ′) induces a contract

solving problem (PP ). Further, equations (C.3) through (C.6) in the proof of the lemma

characterize the contract implied by the solution to problem (PP ′), holding fixed a total

utility U0 promised to the disloyal agent. It remains only to optimize over the disloyal

agent’s total promised utility U0 when q < (K − 1)/K and φ < x.

Note that the inequality φ < x is equivalent to Û < U, where Û = Kφ/γ as in the proof

of Lemma C.3. The disloyal agent’s optimal total utility U∗0 therefore lies in one of the three

intervals: [0, U), [U, Û), or [Û , U ]. Let

Π[U0] ≡ −
(

1− K

K − 1
q

)
U0 +

qγ

K − 1

∫ ∞
0

e−rtU∗∗(U0)t dt

represent the principal’s profits under the contract (x(U0), T (U0)), with these variables as

defined in equations (C.3) through (C.6). It is easy to check that U∗∗(u)t is continuous

in u for every time t, and as U∗∗(u) is also uniformly bounded for all u, the dominated

convergence theorem implies that Π[U0] is continuous in U0 on [0, U ]. We will show that 1)

Π has a unique stationary point on [U,U ] which is interior and a local maximum and 2) Π

has a unique stationary point on [0, U ], which is interior and a local minimum. Hence Π

is maximized either by setting U0 = 0, or else by choosing U0 ∈ (U,U). The former case

corresponds to a termination time T = 0, while in the latter case T =∞. We further derive

the stakes curve implied by the maximizer on (U,U), which is the curve reported at the
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beginning of this proof.

Consider first U0 ∈ [Û , U ]. In this regime the principal’s profits can be written

Π[U0] = −
(

1− K

K − 1
q

)
U0 +

qγ

K − 1

[
K

γ
U0

(
e
γ
K
t(U0) − 1

)
+

K − 1

r(r + γ)
e−rt(U0)

]
= −U0 +

qγ

K − 1

(
K

γ
+

1

r

)(
K − 1

r + γ

) γ/K
r+γ/K

U
r

r+γ/K

0 ,

where t(U0) ≡
ln
(

K−1
(r+γ)U0

)
r+ γ

K
is the time at which U∗∗(U0) reaches U.

Taking a derivative, we obtain

dΠ

dU0

= −1 +
Kq

K − 1

(
K − 1

r + γ

) γ/K
r+γ/K

U
− γ/K
r+γ/K

0 .

Thus Π[·] is strictly concave on [Û , U ], and the expression for dΠ/dU0 just stated vanishes

at

U∗,L0 ≡ K − 1

γ + r

(
Kq

K − 1

)1+Kr
γ

.

We define tL = t(U∗,L0 ) and report its value explicitly at the beginning of the proof. Given

that q < K−1
K

, it must be that U∗,L0 < U. Meanwhile given φ < x, it is straightforward to

verify that U∗,L0 ∈ [Û , U) iff φ ≤ x, and that in this case tL > t∗. On the other hand, if

φ > x, then U∗,L0 < Û and thus Π[U0] is strictly decreasing in U0 on [Û , U ].

Now consider U0 ∈ (U, Û). To simplify the algebra that follows, recall from the proof

of Lemma C.3 the function t†(U0) denoting the first time that the IC constraint binds, or

equivalently the first time x(U0) exceeds φ. t†(U0) is a finite, strictly decreasing function of

U0 over the range (U, Û) and so may be inverted to write U0 = ζ(t) for a decreasing function

ξ over (0,∞).

With this change of variables, the principal’s profits over the range (U, Û) may be written

Π[ξ(t)] ≡
∫ ∞

0

e−rt(q − (K − 1)(1− q)e−γt)xtdt

=

∫ t

0

e−rt(q − (K − 1)(1− q)e−γt)φdt+

∫ ∞
t(t)

e−rt(q − (K − 1)(1− q)e−γt)dt

+

∫ t(t)

t

e−rt(q − (K − 1)(1− q)e−γt)φe(r+γ/K)(t−t)dt,

where t(t) = t + ∆ is the time at which U∗∗(ξ(t)) reaches U and ∆ > 0 is a constant

independent of t defined as in the beginning of this proof.
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Differentiating this expression wrt t, and noting that t
′
(t) = 1, we obtain

dΠ

dt
= −

∫ t(t)

t

e−rt(q − (K − 1)(1− q)e−γt)(r + γ/K)φe(r+γ/K)(t−t)dt

− (1− x)e−rt(t)(q − (K − 1)(1− q)e−γt(t))

= −
(
r +

γ

K

)
φe−rt

K

γ

[
q
(
e
γ
K

∆ − 1
)

+ (1− q)e−γt
(
e−γ(

K−1
K )∆ − 1

)]
− (1− x)e−rt

(
qe−r∆ − (K − 1)(1− q)e−r∆e−γ(t+∆)

)
=
(
r +

γ

K

)
e−rt

[
Ae−γt +B

]
,

where

A = −φK(1− q)
γ

(
e−

γ(K−1)
K

∆ − 1
)

+
1− q
r + γ

(K − 1)e−(r+γ)∆

=
1− q
r + γ

(K − 1)e−(r+ γ
K )∆ > 0

B = −φKq
γ

(
e
γ
K

∆ − 1
)
− 1

r + γ
qe−r∆

= − Kq

γ(r + γ)
e−r∆

(
γ − φ(r + γ)er∆

)
< 0,

with the last inequality relying on the fact that φ < x.

This expression vanishes at the unique time t such that Ae−γt+B = 0, a time we label tM

and which is reported at the beginning of this proof. We correspondingly define tM = t(tM).

To the left of this time dΠ/dt is strictly positive, while to the right dΠ/dt is strictly negative.

It is straightforward to verify that tM > 0 iff φ > x, in which case Π[U0] is single-peaked on

(U, Û) with an interior maximizer

U∗,M0 ≡ ξ(tM) ∈ (U, Û),

and 0 < tM < t∗ < tM . Otherwise if φ ≤ x, then Π[ζ(t)] is strictly decreasing in t, or

equivalently, Π[U0] is strictly increasing in U0 on (U, Û). Combining the work for U0 ∈ [Û , U ]

and U0 ∈ (U, Û) implies that Π̂[U0] is single-peaked on [U,U ], and its maximizer is (i)

U∗,L ∈ [Û , U) if φ ≤ x or (ii) U∗,M ∈ (U,U) if φ ∈ (x, x).

Finally, consider U0 ∈ [0, U ]. On this regime the principal’s profits are just

Π[U0] =

∫ T (U0)

0

e−rt(q − (K − 1)(1− q)e−γt)φ dt,
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where recall that T (U0) is a strictly increasing function of U0 satisfying T (0) = 0 and

T (U) =∞. Thus

dΠ

dU0

= e−rT [U0](q − (K − 1)(1− q)e−γT (U0))φT
′
(U0).

This expression crosses zero exactly once, at the unique U∗,H ∈ (0, U) at which T (U0) = t∗.

To the left of U∗,H the principal’s profits are strictly decreasing in U0, and to the right they

are strictly increasing. So U∗,H is the unique minimizer of Π on [0, U ].

So far we have characterized the optimal contract for all parameter values up to the

choice of whether T = 0 or T = ∞. To complete the characterization we need only check

which of these outcomes maximizes profits. The following lemma characterizes when each is

optimal. Note that when T =∞, since the optimal contract is a loyalty test, termination at

the time undermining is first detected is uniquely optimal as argued in Section C.1.

For x ∈ {H,M,L}, let Sx denote the set of (q, φ) pairs in the high, moderate and low

stakes regimes, respectively, and let S+ = {(q, φ) : q ≥ K−1
K
}.

Lemma C.4. There exists a nonempty set S∅ of (q, φ) pairs for which the unique optimal

contract sets T = 0, and this set satisfies S∅ = {(q, φ) : q < q(φ)} for an increasing,

continuous function q : [0, 1] → [0, 1] satisfying q(0) = 0 and q(1) < (K − 1)/K. Whenever

q > q(φ) the unique optimal contract sets T = ∞, while when q = q(φ) both T = 0 and

T =∞ correspond to optimal contracts.

The set S∅ intersects SH and SM but it does not intersect SL or S+, and neither SH nor

SM is a subset of S∅.

Proof. We construct the function q piecewise over [0, x) and [x, 1]. It is easy to show that

the principal obtains a strictly positive payoff from setting T = ∞ when q ≥ (K − 1)/K,

i.e. (q, φ) ∈ S+, so it suffices to consider the high, moderate, and low stakes cases, with

q < (K − 1)/K. The principal’s normalized payoff is expressed in closed form in these cases

as follows.

In the high stakes environment,

ΠH =

∫ t∗

0

φ
[
q − (1− q)(K − 1)e−γt

]
re−rtdt+

∫ ∞
t∗

[
q − (1− q)(K − 1)e−γt

]
re−rtdt

=
rφ[Kq − (K − 1)] + qγ[zr/γ(1− φ) + φ]

r + γ
,

where z ≡ q
(K−1)(1−q) . Note that z ∈ (0, 1) as q ∈

(
0, K−1

K

)
.
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For the low stakes case, the principal’s normalized payoff is

ΠL =

∫ tL

0

xe(r+γ/k)t
[
q − (1− q)(K − 1)e−γt

]
re−rtdt

+

∫ ∞
tL

[
q − (1− q)(K − 1)e−γt

]
re−rtdt

=
qγ
(
Kq
K−1

)Kr/γ
r + γ

.

For the moderate stakes case, we have

ΠM =

∫ tM

0

φ
[
q − (1− q)(K − 1)e−γt

]
re−rtdt

+

∫ tM

tM

φe(r+γ/K)(t−tM )
[
q − (1− q)(K − 1)e−γt

]
re−rtdt

+

∫ ∞
tM

[
q − (1− q)(K − 1)e−γt

]
re−rtdt

=
−φr(r + γ)(K − 1) + q(Kr + γ)

[
γα−Kr/γXr/γ − (r + γ)

(
Xr/γ − 1

)]
(r + γ)2

, (C.7)

where α ≡
(
x
φ

) γ
Kr+γ

and X ≡ q(1−K+Kα)
(1−q)(K−1)

. Note that in the moderate stakes case, α ∈(
1, K−1

Kq

]
and X ∈

(
q

(1−q)(K−1)
, 1
]
.

If φ ≥ x, then the high stakes case applies. Now ΠH is strictly decreasing in φ and strictly

increasing in q for (q, φ) ∈ SH , and for all φ ≥ x, ΠH < 0 when q = 0. Hence, the equation

ΠH = 0 implicitly defines a continuous, increasing function qH : [x, 1]→ (0, 1] such that for

φ ∈ [x, 1], ΠH < 0 (and the unique optimal contract sets T = 0) iff q < qH(φ). Since the

principal’s payoff is strictly positive under the optimal contract when q ≥ (K − 1)/K, by

continuity of ΠH in q, qH(φ) < (K − 1)/K for all φ ∈ [x, 1].

Now consider φ < x. Define

x†(p) ≡ (K − 1)γ

K(γ + r)

(
Kp

K − 1

)1+Kr
γ

to be the optimal initial stakes when initial beliefs are p and the lower bound constraint does

not bind. (Note that x†(q) = x.) For each φ ∈ [0, x), the moderate stakes case applies when

q ∈ [0,
(
x†
)−1

(φ)). Now by ΠM is strictly decreasing in φ as the lower bound constraint binds

and is strictly increasing in q, and by inspection of its formula, ΠM < 0 when q = 0. Thus,

the equation ΠM = 0 implicitly defines a continuous, increasing function qM : [0, x)→ [0, 1]

47



such that for (q, φ) ∈ SM , ΠM < 0 if and only if q < qM(φ). Now the low stakes case applies

whenever q ∈ [
(
x†
)−1

(φ), (K−1)/K), and by inspection of its formula, ΠL ≥ 0 with equality

iff (q, φ) = (0, 0). Hence, by continuity of ΠM in q, qM(φ) ≤
(
x†
)−1

(φ) < (K − 1)/K with

the first inequality strict except when φ = 0.

Now define the function q : [0, 1]→ [0, 1] by

q(φ) =

qM(φ), φ ∈ [0, x)

qH(φ), φ ∈ [x, 1].

Since ΠM = ΠH when both q < (K − 1)/K and φ = x, q is continuous at φ = x, and since

qH and qM are continuous and increasing, so is q.

Define S∅ as in the lemma statement. By the construction above, the principal strictly

prefers not to hire the agent if and only if (q, φ) ∈ S∅, and S∅ intersects SH and SM but not

SL or S+. Moreover, the construction shows that q(φ) < (K − 1)/K, so SH is not a subset

of S∅, and qM(φ) <
(
x†
)−1

(φ) for φ ∈ (0, x), so SM is not a subset of S∅.

C.3 Proof of Lemma 2

We make use of various closed-form expressions in Section C.2. The size of the stakes jump

at graduation is 1−max{φ, x}, which is weakly decreasing in γ since x ≡ K−1
K

γ
γ+r

is strictly

increasing in γ.

Next, consider the graduation time. By continuity of the optimal stakes curve wrt the

input parameters, it suffices to show that this time is decreasing in γ within each stakes

environment. For high stakes, the graduation time is t∗, and for low stakes, it is tL; both

of these are decreasing in γ by inspection. For moderate stakes, the graduation time is

tM = tM + ∆. As ∆ is independent of q, we have dtM/dq = dtM/dq = − 1
q(1−q)γ , and thus

d2tM
dqdγ

= [γ2q(1 − q)]−1 > 0. Hence, to obtain an upper bound on dtM/dγ, we can increase q

until x = φ, at the boundary of the low stakes environment:

dtM/dγ|φ=x =
(K − 1)

[
−
(
Kq
K−1
− 1
)
rγ + K

K−1
(r + γ)[r + γ(1− q)] ln

(
Kq
K−1

)]
(1− q)γ2(r + γ)(Kr + γ)

<
(K − 1)

(
Kq
K−1
− 1
)

(1− q)γ2(r + γ)(Kr + γ)

[
−rγ +

K

K − 1
(r + γ)[r + γ(1− q)]

]
< 0,

where we have used q < K−1
K

and the inequality lnx < x− 1 for x > 0. Hence, dtM/dγ < 0

in the moderate stakes environment.
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Toward proving the remaining item in the lemma, define γ > 0 as the unique value of γ

solving the equation x = φ and likewise define γ > γ as the unique solution to x = φ. Hence,

the environment is high stakes for γ ≤ γ, moderate stakes for γ ∈ (γ, γ), and low stakes for

γ ≥ γ.

For high stakes (γ ≤ γ), the escalation phase is degenerate. For low stakes (γ ≥ γ), the

escalation phase length is tL, which is decreasing in γ as noted above. For moderate stakes

(γ ∈ (γ, γ)), the length of the escalation phase is ∆. By continuity of the optimal stakes

curve in the model parameters, ∆ → 0 as γ ↓ γ and ∆ → tL|γ=γ > 0 as γ ↑ γ, and thus ∆

must be increasing in γ at some point in (γ, γ). Hence, to establish the result, it suffices to

establish that ∆ is quasiconcave in γ over this interval. Differentiation wrt γ yields

d∆/dγ =
K

(Kr + γ)2

[
r(Kr + γ)

γ(r + γ)
− ln

(
x

φ

)]
.

The term in brackets has derivative −r(Kr+γ)(r+2γ)
γ2(r+γ)2

< 0 wrt γ. Given that ∆ is increasing in

γ at some point in (γ, γ), either d∆/dγ is positive on this interval, or it changes sign from

positive to negative exactly once. In either case, ∆ is quasiconcave in γ, as desired.

C.4 Proof of Lemma 3

Recall that U∗ is the disloyal agent’s value function given the stakes curve x∗, and define

h(β, x, u, u′) ≡ −γβu+ (Kβ − 1)x+ u′. We first claim that U∗ satisfies the HJB equation

rU∗t = max
β∈[0,1]

h(β, x∗t , U
∗
t , U̇

∗
t ),

for all t ∈ [0,∞), and moreover, an undermining policy β̃ satisfies

β̃t ∈ arg max
β∈[0,1]

h(β, x∗t , U
∗
t , U̇

∗
t )

for all time iff β̃t = 1 for t ∈ [0, t) ∪ [t,∞). (At times t and t, set U̇∗t equal to its right-

hand derivative.) To see this, recall that U∗ satisfies for all t ∈ [0,∞) the identity x∗t =
1

K−1

(
(r + γ)U∗t − U̇∗t

)
and the constraint U̇∗t ≤ (r + γ/K)U∗t , with equality in the latter

for t ∈ [t, t). Combining these yields U∗t ≤ K
γ
x∗, with equality for t ∈ [t, t). It follows

that for all t ∈ [0,∞), h(·, x∗t , U∗t , U̇∗t ) is weakly increasing in β, and is strictly increasing

on [0, t) ∪ [t,∞). Thus for all t ∈ [0, t) ∪ [t,∞), arg maxβ∈[0,1] h(β, x∗t , U
∗
t , U̇

∗
t ) = 1, and for

all t ∈ [t, t), arg maxβ∈[0,1] h(β, x∗t , U
∗
t , U̇

∗
t ) = [0, 1]. Note that one maximizer of the HJB
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equation is β̃t = 1 for all time, so that

max
β∈[0,1]

h(β, x∗t , U
∗
t , U̇

∗
t ) = −γU∗t + (K − 1)x∗ + U̇∗t = rU∗t ,

establishing that U∗ satisfies the HJB equation.

Now let β̃ be an arbitrary undermining policy, and let τ be the random time with hazard

rate γβ̃. Then

e−rtU∗t 1{τ > t} = U∗0 +

∫ t

0

(−rU∗s + U̇∗s )e−rs1{τ > s}ds−
∑
s≤t

e−rsU∗s 1{τ = s}.

Define Qβ̃
t ≡ exp

(
−γ
∫ t

0
β̃sds

)
. Then, taking expectations above, we have

e−rtU∗t Q
β̃
t = U∗0 +

∫ t

0

e−rsQβ̃
s (−rU∗s + U̇∗s )ds−

∫ t

0

e−rsU∗s γβ̃sQ
β̃
sds.

As U∗ and Qβ̃ are bounded uniformly in time, taking t→∞ yields

U∗0 =

∫ ∞
0

e−rsQβ̃
s

[
(γβ̃s + r)U∗s − U̇∗s

]
ds. (C.8)

Suppose first that β̃t = 1 for t ∈ [0, t) ∪ [t,∞). Then rU∗t = h(β̃, x∗t , U
∗
t , U̇

∗
t ) for all time,

in which case (C.8) becomes

U∗0 =

∫ ∞
0

e−rsQβ̃
s (Kβ̃s − 1)x∗sds,

which is precisely the disloyal agent’s expected payoff from the policy β̃. We conclude that

any such β̃ achieves the payoff U∗0 . Conversely, suppose that β̃t < 1 for some t ∈ [0, t)∪[t,∞).

Then as β̃ is càdlàg, it satisfies this inequality for a strictly positive measure of times on

the interval, implying that rU∗t ≤ h(β̃, x∗t , U
∗
t , U̇

∗
t ) for all time, with the inequality holding

strictly over a positive measure of times. In this case (C.8) implies

U∗0 >

∫ ∞
0

e−rsQβ̃
s (Kβ̃s − 1)x∗sds.

Thus U∗0 is the agent’s value, and is achieved precisely by the set of undermining policies

described in the lemma statement.
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C.5 Proof of Lemma 4

First note that given any menu of contracts, it is optimal for an agent to accept some

contract. For the agent can always secure a value at least equal to their outside option of 0

by choosing their myopically preferred task action at each instant.

Suppose without loss that the disloyal agent prefers contract 1 to contract 2. If the loyal

agent also prefers contract 1, then the principal’s payoff from offering contract 1 alone is the

same as from offering both contracts. On the other hand, suppose the loyal agent prefers

contract 2. In this case if the principal offers contract 2 alone, her payoff when the agent

is loyal is unchanged. Meanwhile by assumption the disloyal agent’s payoff decreases when

accepting contract 1 in lieu of contract 2. As the disloyal agent’s preferences are in direct

opposition to the principal’s, the principal’s payoff when the agent is disloyal must (weakly)

increase by eliminating contract 1.

C.6 Proof of Lemma 5

Fix (x, T ) which is not a loyalty test. Then under (x, T ) the agent always has a deterministic

optimal undermining policy. Fix any such policy β∗, and let U∗ be its associated continuation

utility path. Let T ≡ inf{t : Kxt ≤ γU∗t }. If T =∞, then dU∗/dt = (r+ γ)U∗t − (K − 1)xt

a.e. on [0, T ] by Lemma B.3, and as also

dU∗

dt
= (r + γβ∗t )U

∗
t − (Kβ∗t − 1)xt

a.e. on [0, T ], Kxt > γU∗t for all time implies that β∗t = 1 a.e. on [0, T ]. The optimality of

such a policy contradicts the assumption that x is not a loyalty test. So T <∞. Note that

whenever T is finite, KxT ≥ γU∗
T

= 0, so it must be that T ≤ T . And by right-continuity of

x and continuity of U∗, it must be that KxT ≤ γU∗T . Hence U∗T ≥
KxT
γ
≥ Kφ

γ
.

Now, define a new function Ũ by

Ũt ≡

U∗t , t < T

min{U∗T exp((r + γ/K)(t− T )), (K − 1)/(r + γ)}, t ≥ T
.

Further define a function x̃ by

x̃t ≡
1

K − 1

(
(r + γ)Ũt −

˙̃
U t

)
,

with
˙̃
U interpreted as a right-derivative when the derivative is discontinuous.
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We first claim that x̃ is an admissible stakes path. Right-continuity is by construction, so

it remains to show monotonicity and [φ, 1]-valuedness. We proceed by explicitly computing

the function. For t < T it is simply

x̃t ≡
1

K − 1

(
(r + γ)U∗t − U̇∗t

)
,

and by definition U̇∗t = (r+ γ)U∗t − (K − 1)xt for t < T , meaning x̃t = xt. So x̃ is monotone

and [φ, 1]-valued on [0, T ). Meanwhile for t ≥ T the function takes the form

x̃t =


γU∗T
K

exp ((r + γ/K)(t− T )) , T ≤ t < T ′

1, t ≥ T ′
,

where T ′ solves U∗T exp((r + γ/K)(t − T )) = (K − 1)/(γ + r). This expression is monotone

everywhere, including at the jump time T ′, where x̃T ′− = K−1
K

γ
γ+r

< 1. And x̃T =
γU∗T
K

,

which is at least φ given the earlier observation that U∗T ≥ Kφ/γ. Thus given that it attains

a maximum of 1, the function is [φ, 1]-valued on [T ,∞). The last remaining check is that

x̃ is monotone at the transition time T . Recall that x̃T− = xT while x̃T =
γU∗T
K
≥ xT , so

monotonicity holds at T as well, proving x̃ is an admissible stakes path.

Next we claim that Ũ is the continuation value process of the policy β = 1 under the

contract (x̃, T
′
) with T

′
= ∞, and that β = 1 is an optimal undermining policy under this

contract. The first part follows from the definition of x̃, which can be re-written as the total

differential
d

dt

(
exp(−(r + γ)t)Ũt

)
= − exp(−(r + γ)t)(K − 1)x̃t.

Integrating both sides from t to ∞ and using the fact that limt→∞ exp(−(r + γ)t)Ũt = 0

then yields

Ũt =

∫ ∞
t

exp(−(r + γ)(s− t))(K − 1)x̃s ds,

as desired.

As for the optimality of β = 1, this follows from Lemma B.3 if we can show that dŨ/dt =

f(Ũt, t) a.e., when f is defined using x̃ as the underlying stakes curve. Given that Ũt = U∗t

and x̃t = x∗t for t < T, and U∗t is an optimal continuation utility process under x∗, Lemma

B.3 ensures the ODE is satisfied for t < T . Meanwhile for t > T , the definition of x̃ ensures

that

(r + γ)Ũt − (K − 1)x̃t =
dŨ

dt
.

It is therefore sufficient to establish that (r + γ)Ũt − (K − 1)x̃t ≤ rŨt + x̃t, i.e. Ũt ≤ Kx̃t
γ
.
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Using the definition of Ũ and the explicit form for x̃ constructed earlier, we can read off that

Ũt = Kx̃t
γ

for t < T , while Ũt = K−1
γ+r

< K
γ

= Kx̃t
γ

for t ≥ T . So indeed dŨ/dt = f(Ũt, t) a.e.,

and β = 1 is an optimal undermining policy under (x̃, T
′
).

The proposition will be proven if we can show that the principal obtains strictly higher

expected profits under (x̃, T
′
) than under (x, T ). We just saw that Ũ0 is the disloyal agent’s

payoff under (x̃, T
′
), and by construction Ũ0 = U∗0 , where U∗0 is the disloyal agent’s payoff

under (x, T ). So it suffices to show that the loyal agent’s payoff is higher under (x̃, T
′
) than

under (x, T ).

The loyal agent’s payoff under (x, T ) is just

V =

∫ T

0

e−rtxt dt.

Let U1
t ≡

∫ T
t
e−(r+γ)(s−t)xs ds be the disloyal agent’s continuation utility process under (x, T )

when he undermines at all times. Then d
dt

(e−(r+γ)tU1
t ) = −e−(r+γ)txt, and using integration

by parts V may be rewritten

V = U1
0 + γ

∫ T

0

eγtU1
t dt.

Similarly, the loyal agent’s payoff under x̃ may be written

Ṽ = Ũ0 + γ

∫ ∞
0

eγtŨt dt,

where recall Ũ is the disloyal agent’s continuation utility process from undermining at all

times. So we’re done if we can show that Ũ ≥ U1 and Ũ0 > U1
0 .

We first establish that Ũ ≥ U∗. This is trivial for t ≥ T , in which case U∗t = 0, so consider

times t < T . In light of Lemma B.3, whenever Kxt ≥ γU∗t it must be that

dU∗

dt
= (r + γ)U∗t − (K − 1)xt ≤ (r + γ/K)U∗t ,

and whenever Kxt < γU∗t , it must be that

dU∗

dt
= rU∗t + xt ≤ (r + γ/K)U∗t .

Hence dU∗/dt ≤ (r + γ/K)U∗t a.e. Then by Grönwall’s inequality,

U∗s ≤ U∗t exp((r + γ/K)(s− t))
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for any t and s ∈ (t, T ].

Now, by construction Ũt = U∗t for t ≤ T , and for t ∈ [T , T ′] we have

Ũt = U∗T exp((r + γ/K)(t− T )) ≥ U∗t .

Finally, for t ≥ T ′ we have Ũt = (K−1)/(r+γ) ≥ U∗t given that (K−1)/(r+γ) is an upper

bound on the value of any continuation utility. So indeed Ũ ≥ U∗.

Finally, note that trivially U∗ ≥ U1 given that U∗ is the continuation utility process

of an optimal undermining policy, bounding above the continuation utility of an arbitrary

undermining policy at any point in time. And by assumption U∗0 > U1
0 , as x is not a loyalty

test. So indeed Ũ ≥ U∗ ≥ U1 and Ũ0 ≥ U∗0 > U1, completing the proof.

D Proofs for Section 4

In this appendix, we prove Proposition 2. For ease of exposition, we place the proofs of two

of the results within this proof, Lemma D.1 and Proposition D.2, in subsections D.2 and

D.3.

D.1 Proof of Proposition 2

In contrast to the environment with commitment, without commitment the disloyal agent’s

rate of undermining impacts principal incentives ex post and so must be specified even in

regions of indifference. Throughout this section we will therefore define a contract as a pair

(x, β), specifying both the principal’s stakes curve x and the disloyal agent’s undermining

policy β. For most of this section, we will focus on deterministic contracts, in which both

x and β are deterministic functions of time. We will further say that a contract (x, β) is

incentive-compatible if β minimizes the principal’s expected profits given the undermining

curve x.

Define an indexed set of optimal stakes curves x∗∗(y, p) for y, p ∈ [0, 1], where x∗∗(y, p)

is the (unique) optimal contractual stakes curve when initial stakes are y and the agent is

loyal with probability p. This family of curves is characterized by Proposition 1 as φ and q

are allowed to vary. In particular, x∗∗(φ, q) = x∗.

Definition D.1. A deterministic contract (x, β) is time-consistent if at each time t, (xs)s≥t =

x∗∗(xt−, πt), where πt are the principal’s time-t posterior beliefs that θ = G conditional on

no observed undermining and undermining policy β.
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Note in particular that any time-consistent contract must implement the optimal stakes

curve x∗.

Our first result is that there exists a unique deterministic β∗ under which the contract

(x∗, β∗) is incentive-compatible and time-consistent. (We defer discussion of randomized

undermining policies to Section E.1.)

Lemma D.1. There exists a unique deterministic undermining policy β∗ such that (x∗, β∗)

is incentive-compatible and time-consistent. β∗ satisfies:

� β∗t = 1 for t ∈ [0, t) ∪ [t,∞),

� If t < t, then β∗ is a strictly increasing, continuous function on [t, t) satisfying β∗(t) ≥
1/(K(1− q)) and β∗(t−) = 1.

By varying q and φ in the proof of Lemma D.1, a direct corollary is that for each

y, p ∈ [0, 1], there exists a unique time-consistent, incentive-compatible undermining pol-

icy β∗∗(y, p) corresponding to the optimal stakes curve x∗∗(y, p) when initial stakes are y

and beliefs are p. Another immediate consequence is that for all t, (β∗)s≥t = β∗∗(x∗t , π
∗
t ),

where π∗ are the posterior beliefs induced by β∗. For otherwise the undermining policy β̃ =

((β∗)s∈[0,t), β
∗∗(x∗t , π

∗
t )s≥t) would constitute another incentive-compatible, time-consistent un-

dermining policy under x∗ and initial state (φ, q), contradicting the uniqueness guaranteed

by Lemma D.1.

Our next result shows that such punishments are not possible, establishing that time-

consistency and incentive-compatibility are necessary conditions for a (pure-strategy) equi-

librium.14

Proposition D.1. If the deterministic contract (x, β) is not time-consistent and incentive-

compatible, then there exists no Bayes Nash equilibrium with equilibrium path (x, β).

Proof of Proposition D.1. Fix any Bayes Nash equilibrium with equilibrium path (x, β).

Payoff-maximization requires that whenever undermining is discovered on the equilibrium

path (that is, β called for positive-intensity undermining the instant before discovery), the

agent is immediately fired. Further, whenever undermining is off the equilibrium path, it

is without loss to assume that the principal immediately fires after detecting undermining.

This is because Nash equilibrium imposes no optimality requirements on the principal’s play

in such information sets, and increasing the probability of immediate firing does not give

14Games with observable actions in continuous time suffer from well-known issues with the coherent
definition of strategies. Because only one player’s actions are observable in our setting, we can sidestep these
issues through an appropriate mapping from strategies to outcomes tailored to our setting. See Appendix A
for a formal definition of the equilibrium machinery used in the following results.
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the agent any incentives to begin undermining at such instants. So if (x, β) is an equilib-

rium path of any Nash equilibrium, it is the equilibrium path of one featuring immediate

firing following detected undermining, on or off the equilibrium path. We assume such firing

behavior going forward.

Suppose first that (x, β) is not incentive-compatible. Then there exists another under-

mining path β̃ which strictly increases the disloyal agent’s ex ante payoff, supposing that

the principal commits to stakes path x and immediate firing upon detecting undermining.

But as the equilibrium response to detected undermining is identical to the commitment re-

sponse, β̃ must also strictly increase the disloyal agent’s ex ante payoff given the principal’s

equilibrium strategy. This contradicts the assumption that (x, β) is an equlibrium path, so

(x, β) must be incentive-compatible.

Now suppose that (x, β) is incentive-compatible but not time-consistent. Let π be the

path of the principal’s beliefs, conditional on no observed undermining, induced by the un-

dermining policy β. By hypothesis, there exists a time t ≥ 0 such that (xs)s≥t 6= x∗∗(xt−, πt),

and this information set arises with strictly positive probability given that undermining is

never detected with certainty by any given time. Let Π∗(y, p) be the principal’s optimal

commitment payoff when initial stakes are y ∈ [0, 1] and the agent is loyal with prior prob-

ability p ∈ [0, 1]. Consider a deviation by the principal to play x∗∗ forever afterward. No

matter the agent’s continuation play, this deviation must yield the principal a payoff of at

least Π∗(xt−, πt). This is because payoff Π∗(xt−, πt) is obtained when the principal chooses

stakes curve x∗∗(xt−, πt) and a policy of immediate firing for detected undermining, and the

disloyal agent responds by minimizing the principal’s expected payoff. Thus an arbitrary

response by the disloyal agent yields the principal no less than this payoff level.

Now, suppose that stakes path (xs)s≥t and immediate firing after detected undermining,

combined with undermining policy (βs)s≥t, yielded a profit weakly greater than Π∗(xt−, πt).

By assumption (xs, βs)s≥t) is incentive-compatible, meaning that committing to (xs)s≥t and

immediate firing must yield the principal at least Π∗(xt−, πt), contradicting the unique op-

timality of the stakes curve x∗∗(xt−, πt) in the commitment problem. Thus the equilibrium

continuation policy must yield profits strictly less than Π∗(xt−, πt), meaning the principal

has a profitable deviation (from a time-zero perspective) by modifying its continuation stakes

curve at time t from (xs)s≥t to x∗∗(xt−, πt). This is a contradiction, so (x, β) must be time-

consistent.

The previous result establishes necessity of (x∗, β∗) as the equilibrium path of any pure-

strategy Bayes Nash equilibrium. We complete the analysis by directly constructing a perfect

Bayesian equilibrium supporting (x∗, β∗).
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Proposition D.2. There exists a perfect Bayesian equilibrium in pure strategies with equi-

librium path (x∗, β∗).

D.2 Proof of Lemma D.1

Let U∗ be the solution to problem (PP ′) characterized in Lemma C.3, with initial utility U∗0

as derived in the proof of Proposition 1. Fix any time t > 0. Then it must be the case that

(U∗s )s≥t solves problem (PP ′) with initial utility U∗t . For otherwise there would exist some

other utility path Ũ ∈ U satisfying Ũ0 = U∗t and the control constraint, such that∫ ∞
0

e−rsŨs ds >

∫ ∞
0

e−rsU∗s+t ds.

Then the utility path U † = ((U∗s )s<t, Ũ) has initial utility U∗0 , lies in U, satisfies the control

constraint of problem (PP ′) for all time, and by construction∫ ∞
0

e−rsU †s ds =

∫ t

0

e−rsU∗s ds+

∫ ∞
t

e−rsŨs−t ds

>

∫ t

0

e−rsU∗s ds+

∫ ∞
t

e−rsU∗s ds

=

∫ ∞
0

e−rsU∗s ds,

contradicting the assumed optimality of U∗.

Now, for u ∈ [U,U ] and p ∈ [0, 1], define

Π(u, p) ≡ −
(

1− K

K − 1
p

)
u+

pγ

K − 1

∫ ∞
0

e−rsU∗∗(u)s ds,

where recall that U∗∗(u) solves problem (PP ′) with U0 = u ∈ [U,U ]. Let

u∗(p) ≡ argmaxu∈[U,U ]Π(u, p).

The proof of Proposition 1 establishes that u∗ is single-valued. We next show that u∗ is a

continuous, increasing function, and strictly increasing whenever u∗(p) ∈ (U,U). Recall from

the proof of Lemma C.3 that U∗∗(u)s is differentiable and increasing in u for almost every

s. Thus Π(u, p) is continuous in (u, p), so by the maximum theorem so is u∗. Further

∂2Π

∂u∂p
=

K

K − 1
+

γ

K − 1

∫ ∞
0

e−rs
∂U∗∗s
∂u

ds > 0.
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So Π is supermodular in (u, p), and therefore by Topkis’s theorem u∗(p) is (weakly) increasing

in p. Further, whenever u∗(p) ∈ (U,U), strict positivity of ∂2Π/(∂u ∂p) implies that ∂Π/∂u

is strictly positive at u = u∗(p) for p′ > p whenever u∗(p) > U. Thus u∗(p) must be strictly

increasing in p whenever u∗(p) ∈ (U,U).

Lemma D.2. There exists a unique sequence of beliefs (q′t)t∈[0,t) such that (x∗s)s≥t = x∗∗(x∗t−, q
′
t)

for every t ∈ [0, t). This sequence is characterized by u∗(q′t) = U∗t for each t and is continu-

ous, strictly increasing, and satisfies q′0 = q and q′
t− = (K − 1)/K. Further for any t ≥ t and

q′t ≥ (K − 1)/K, (x∗s)s≥t = x∗∗(x∗t−, q
′
t).

Proof. Recall that by definition t = inf{t : U∗t = U}. We first show that there exists a

unique sequence (q′t)t∈[0,t) such that u∗(q′t) = U∗t , and that this sequence is continuous and

strictly increasing in t and satisfies q′0 = q and q′
t− = (K − 1)/K. Existence, uniqueness, and

continuity follow directly from the facts that 1) u∗ is continuous and strictly increasing in p

whenever it is interior-valued; 2) Π(u, 0) is strictly decreasing in u, so that u∗(0) = U , while

Π(u, 1) is strictly increasing in u, so that u∗(1) = U ; and 3) U∗t ∈ (U,U) for t ∈ [0, t), with

the lower bound following from the fact that x∗ is non-constant, which is only possible for

U∗0 > U . And q′t is strictly increasing in t because U∗t is strictly increasing in t on [0, t].

As for the values of q′ at the endpoints of the interval [0, t), u∗(q) = U∗0 immediately

implies q′0 = q. Meanwhile, for p ≥ (K − 1)/K the function Π(u, p) is strictly increasing in

u, so u∗(p) = U. And for p < (K − 1)/K, for u less than U profits satisfy

Π(u, p) = −
(

1− K

K − 1
p

)
u+

pγ

K − 1

(∫ t
†
(u)

0

e−rsU †(u)s ds+

∫ ∞
t
†
(u)

e−rsU ds

)
,

and so since U †(u)
t
†
(u)

= U and t
†
(U) = 0,

∂Π

∂u
(U, p) = −

(
1− K

K − 1
p

)
< 0.

Thus u∗(p) < U for p < (K − 1)/K. Suppose first that q′
t− < (K − 1)/K. Then continuity

of u∗ implies limt↑t u
∗(q′t) = u∗(q′

t−) < U, contradicting the fact that u∗(q′
t−) = U∗

t− = U.

Next suppose that q′
t− > (K − 1)/K. Then for t sufficiently close to t, q′t > (K − 1)/K

and so u∗(q′t) = U. But this contradicts u∗(q′t) = U∗t < U for t < t. So it must be that

q′
t− = (K − 1)/K.

Meanwhile, for t ≥ t we have U∗t = U. Then as u∗(q′
t−) = limt↑t U

∗
t = U by construction,

it must be that u∗(q′t) = U∗t for all t ≥ t and any q′t ≥ q′
t−.

We next establish that if (q′t)t≥0 satisfies u∗(q′t) = U∗t for every t, it also satisfies (x∗s)s≥t =

x∗∗(x∗t−, q
′
t) for every t. Let (q′t)t≥0 be a sequence satisfying the hypothesis. The definition of
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u∗ immediately implies that (x∗s)s≥t = x∗∗(φ, q′t) for every such t > 0. Further, x∗∗(φ, q′t)0 =

x∗t ≥ x∗t− for each t, hence the lower bound constraint does not bind when increased from φ

to x∗t−, i.e. x∗∗(φ, q′t) = x∗∗(x∗t−, q
′
t). So for q′t such that (x∗s)s≥t = x∗∗(φ, q′t), it is also the case

that (x∗s)s≥t = x∗∗(x∗t−, q
′
t).

Finally, we show that for t < t, x∗∗(x∗t−, p) 6= x∗∗(x∗t−, q
′
t) whenever p 6= q′t. Thus the unique

sequence (q′t)t∈[0,t) satisfying u∗(q′t) = U∗t is also the unique sequence satisfying (x∗s)s≥t =

x∗∗(x∗t−, q
′
t), which completes the proof. Suppose by way of contradiction that (x∗s)s≥t =

x∗∗(x∗t−, p) for some t < t and p 6= q′t. Then the corresponding optimal utility processes would

be the same, and in particular u∗(p;x∗t−) = u∗(q′t;x
∗
t−) (where we now augment the argument

of the optimal initial utility u∗ to indicate the stakes bound). But u∗(·;x∗t−) is strictly

increasing whenever it does not take an extremal value, and further u∗(·;x∗t−) > U, so it can

only be that u∗(p;x∗t−) = u∗(q′t;x
∗
t−) = U. But by construction u∗(q′t;x

∗
t−) = U∗t < U given

t < t, which is the desired contradiction. Thus p 6= q′t implies x∗∗(x∗t−, p) 6= x∗∗(x∗t−, q
′
t).

We next establish that there exists an incentive-compatible undermining policy β∗ gen-

erating posterior beliefs π such that πt = q′t for all time for some sequence (q′t)t≥0 satisfying

(x∗s)s≥t = x∗∗(x∗t−, q
′
t) for all time. The previous lemma guarantees that the sequence q′ is

unique for t < t, and as the essentially unique incentive-compatible undermining policy for

times t ≥ t is β∗t = 1, this undermining policy is essentially unique if it exists.

First, recall that any increasing sequence q′t ≥ q′
t− for t ≥ t satisfies the desired properties.

Thus in particular the posterior beliefs generated by beginning at beliefs q′
t− and updating

assuming the undermining rule β = 1 work. So we may restrict attention to times t < t,

in which case u∗(q′t) ∈ (U,U). For any p such that u∗(p) < U, u∗(p) is characterized by the

first-order condition

∂Π

∂u
= −

(
1− K

K − 1
p

)
+

γ

K − 1
p
∂

∂u

∫ ∞
0

e−rsU∗∗(u)s ds = 0.

Lemma D.3. For every u ∈ (U,U ],

∂

∂u

∫ ∞
0

e−rsU∗∗(u)s ds =
r
∫∞

0
e−rsU∗∗(u)s ds− u

min{(r + γ/K)u, (r + γ)(u− U)}
.

Proof. The key to proving this result is the observation that every U∗∗(u) is a time-shifted

version of the same curve, when U∗∗(u) is appropriately extended over the entire real line.

This extension may be accomplished by defining U∗∗(u)t = min{U †(u)t, U}, where, extending

the logic of the proof of Lemma C.3, U †(u) is the unique solution for all time to the ODE

U̇t = min{(r + γ/K)Ut, (r + γ)Ut − (K − 1)φ}
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with initial condition U †(u)0 = u ∈ (U,U ].

Recall from the proof of Lemma C.3 that the binding constraint on the evolution of Ut

depends on which side of the constant Û = Kφ/γ the current utility level lies. Suppose first

that Û ≥ U. Then

(r + γ)u− (K − 1)φ = (r + γ)(u− U) ≤ (r + γ/K)u

for all u ∈ (U,U ], and so whenever U∗∗(u)t < U it must satisfy the ODE U̇∗∗(u)t = (r +

γ)U∗∗(u)t − (K − 1)φ. Solving this ODE yields

U∗∗(u)t = min
{

(u− U)e(r+γ)t + U,U
}
.

For every u ∈ (U,U ], let τ(u) ≡ inf{t : U∗∗(u)t = U}. Some algebra reveals that

τ(u) =
1

r + γ
ln
U − U
u− U

.

In particular, note that U∗∗(u) may be equivalently written

U∗∗(u)t = min
{

(U − U)e(r+γ)(t−τ(u)) + U,U
}
.

In other words, U∗∗(u)t = U∗∗(U)t−τ(u). Then

∂

∂u

∫ ∞
0

e−rtU∗∗(u)t dt

=
∂

∂u

∫ ∞
0

e−rtU∗∗(U)t−τ(u) dt

=
∂

∂u

∫ ∞
−τ(u)

e−r(t+τ(u))U∗∗(U)t dt

= τ ′(u)

(
−r
∫ ∞
−τ(u)

e−r(t+τ(u))U∗∗(U)t dt+ U∗∗(U)−τ(u)

)
= τ ′(u)

(
−r
∫ ∞

0

e−rtU∗∗(u)t dt+ U∗∗(u)0

)
.

Noting that U∗∗(u)0 = u and τ ′(u) = −((r + γ)(u − U))−1 recovers the expression in the

lemma statement.

Now suppose that Û < U. Extending the logic of the proof of Lemma C.3, for each

u ∈ (U,U ] there exists a unique time τ(u), possibly negative, at which U∗∗(u)τ(u) = Û , given
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by

τ(u) ≡

 1
r+γ

ln Û−U
u−U , u ≤ Û ,

1
r+γ/K

ln Û
u
, u > Û

.

It follows immediately by time-homogeneity of the ODE characterizing U∗∗, and global

uniqueness of solutions to the ODE, that for every u ∈ (U,U ] and each time t ∈ R,
U∗∗(u)t = U∗∗(Û)t−τ(u). Then work virtually identical to the Û ≥ U case reveals that

∂

∂u

∫ ∞
0

e−rtU∗∗(u)t dt = τ ′(u)

(
−r
∫ ∞

0

e−rtU∗∗(u)t dt+ u

)
.

The result of the lemma statement follows by noting that τ ′(u) = −((r + γ)(u − U))−1 for

u < Û while τ ′(u) = −((r + γ/K)u)−1 for u > Û , with the one-sided derivatives agreeing at

u = Û and (r + γ)(u− U) ≤ (r + γ/K)u iff u ≤ Û .

Lemma D.4. For p ∈ [0, 1] such that u∗(p) ∈ (U,U) \ {Û}, u∗(p) is differentiable and

satisfies

γp(1− p)du
∗

dp
=

(r + γ)(u∗(p)− U), u∗(p) < Û

K(1− p)(r + γ/K)u∗(p), u∗(p) > Û.

Proof. Using the identity derived in Lemma D.3, the first-order condition satisfied by any

u∗(p) ∈ (U,U) may be written

γp
(
r
∫∞

0
e−rsU∗∗(u∗(p))s ds− u∗(p)

)
(K − 1) min{(r + γ/K)u∗(p), (r + γ)(u∗(p)− U)}

= 1− K

K − 1
p.

This expression may be simplified by re-arranging the definition of Π∗(p) to obtain the

identity
γp

K − 1

∫ ∞
0

e−rsU∗∗(u∗(p))s ds = Π∗(p) +

(
1− K

K − 1
p

)
u∗(p),

where Π∗(p) ≡ Π(u∗(p), p). Inserting this identity into the FOC and rearranging yields the

reduced FOC

rΠ∗(p) =

γ(1− p)u∗(p)− (r + γ)U
(
1− K

K−1
p
)
, u∗(p) ≤ Û ,

γu∗(p)
K

, u∗(p) > Û.

The implicit function theorem implies that the derivative of u∗(p) exists everywhere except

when u∗(p) = Û , at which point the FOC characterizing it is not continuously differentiable.
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Meanwhile, by the envelope theorem

dΠ∗

dp
=

K

K − 1
u∗(p) +

γ

K − 1

∫ ∞
0

e−rsU∗∗(u∗(p))s ds,

which may be simplified by the previous identity to read

dΠ∗

dp
= p−1(Π∗(p) + u∗(p)).

Supposing first that u∗(p) < Û, this derivative may be further re-written using the

reduced FOC as

r
dΠ∗

dp
= p−1

(
(γ(1− p) + r)u∗(p)− (r + γ)U

(
1− K

K − 1
p

))
.

Meanwhile differentiating the reduced FOC yields

r
dΠ∗

dp
= γ(1− p)du

∗

dp
− γu∗(p) + (r + γ)U

K

K − 1
.

Equating these two expressions for dΠ∗/dp and rearranging yields the identity in the lemma

statement.

Now supposing that u∗(p) > Û, the derivative dΠ∗/dp may be rewriten using the reduced

FOC as

r
dΠ∗

dp
= p−1

(
r +

γ

K

)
u∗(p).

Meanwhile differentiating the reduced FOC yields

r
dΠ∗

dp
=

γ

K

du∗

dp
.

Equating these two expressions and rearranging yields the identity in the lemma statement.

Now, by Bayes’ rule undermining policy β yields the sequence of posterior beliefs

πt =
q

q + (1− q) exp
(
−γ
∫ t

0
βs ds

) ,
so that

π̇t =
q(1− q)γβt exp

(
−γ
∫ t

0
βs ds

)
(
q + (1− q) exp

(
−γ
∫ t

0
βs ds

))2 = γβtπt(1− πt).

62



Thus βt must satisfy

βt =
q̇′t

γq′t(1− q′t)

for almost every t < t. Now, recall that q′t is characterized by u∗(q′t) = U∗t . Differentiating

both sides of this expression yields

du∗

dp
(q′t)q̇

′
t = U̇∗t ,

valid everywhere except for time t (if it is nonzero and strictly less than t), at which time

neither u∗ nor U∗ is differentiable. Using Lemma D.4 to evaluate du∗/dp, this may be

rewritten

q̇′t
γq′t(1− q′t)

=


U̇∗t

(γ+r)(U∗t −U)
, U∗t < Û

U̇∗t
K(1−q′t)(r+γ/K)U∗t

, U∗t > Û.

Now recall that for t < t,

U̇∗t =

(γ + r)(U∗t − U), U∗t < Û,

(r + γ/K)U∗t , U∗t > Û.

So a time-consistent undermining policy β∗ for times t < t, assuming a feasible policy exists,

is characterized almost everywhere by

β∗t =

1, t < t,

1
K(1−q′t)

, t ≤ t < t.

Imposing right-continuity induces a unique time-consistent policy.

It remains to check that this policy is feasible and incentive-compatible. To check

feasibility, we must verify that β∗t ≤ 1 for all t < t. This follows from the fact that

q′t < q′
t− = (K − 1)/K for t < t, so that 1/(K(1 − q′t)) < 1, as required. Thus β∗ is a

feasible undermining policy. It is also incentive-compatible for times t < t, as it sets β∗t = 1

for t < t, and any undermining intensity is optimal for times t ∈ [t, t). Extending β∗ to all

times by setting β∗t = 1 for t ≥ t, this policy is incentive-compatible for all times, as desired.

Finally, note that on the time interval [t, t), supposing it is non-empty, q′t is continuous,

strictly increasing, and satisfies q′t ≥ q′0 = q and q′
t− = (K − 1)/K. Thus on this interval β∗

is continuous, strictly increasing, and satisfies βt ≥ 1/(K(1− q)) and βt− = 1.
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D.3 Proof of Proposition D.2

Throughout this proof, we will make use of the following reference undermining and belief

paths. Define a function β† : [0, 1]× [0, 1]→ [0, 1] by

β†(y, p) = β∗∗(y, p)0.

β† will be used to define a Markovian undermining policy for the agent for any current stakes

y and posterior beliefs p. Note that under β†, the agent plays a best response assuming

the principal plays the optimal commitment stakes curve x∗∗(y, p) going forward. Note in

particular that y is never strictly greater than x∗∗(y, p), as this path takes into account the

lower bound y; however, it is possible that y < x∗∗(y, p), in which case the agent expects the

stakes to jump upward at the next instant.

And given any function x : R+ → [0, 1] which is càdlàg and monotone, and any initial

belief p ∈ [0, 1], define a function π(x, p) : R+ → [0, 1] as the unique solution to the ODE

π̇(x, p)t = γβ†(xt, π(x, p)t)π(x, p)t(1− π(x, p)t)

with initial condition π(x, p)0 = p. Note in particular that π(x, p) satisfies Bayes’ rule:

π(x, p)t = p/Q(x, p)t for all times, where

Q(x, p)t ≡ p+ (1− p) exp

(
−γ
∫ t

0

β†(xs, π(x, p)s) ds

)
.

Define a principal strategy (χ,Λ) by χt = x∗t and Λ = inf{t : Nt > 0}. Define an

F̃A-adapted reference belief process π∗ as π∗t = 0 whenever Nt > 0, with π∗t = π(X, q)t

otherwise. Define an agent strategy ζ by ζt = β†(Xt, π
∗
t ) if Nt = 0, and ζt = 1 otherwise.

Several properties of this strategy will be important in what follows. First, πζ satisfies the

same ODE as π∗ when Nt = 0, and both are zero whenever Nt > 0, and so πζ = π∗. Second,

for any time t, if (Xs, Ns)s≥t = (x∗∗(Xt, π
∗
t ), 0) then (ζs)s≥t = β∗∗(Xt, π

∗
t ).

We prove that (χ,Λ, ζ) constitute a perfect Bayesian equilibrium. Consider first the

agent’s strategy. Fix a time t and a subgame in which Nt > 0. Then the agent’s strategy

is trivially a best response to immediate firing. So suppose Nt = 0, time-t stakes are

Xt = y ∈ [φ, 1], and π∗t = p ∈ [0, 1]. If p < q(y), then the agent’s strategy is trivially a

best response to immediate firing. So suppose p ≥ q(y). The final property of the previous

paragraph implies that if (Xs, Ns)s≥t = (x∗∗(y, p), 0), then (ζs)s≥t = β∗∗(y, p). Thus ζ induces

an undermining policy which, by definition of β∗∗, is a best response to a strategy which

induces (Xs)s≥t = x∗∗(y, p) and fires the first time that Nt > 0. In particular, ζ is a best
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response to (χ,Λ) in the time-zero game, as χ = x∗ = x∗∗(φ, q) and Λ = inf{t : Nt > 0}.
Now consider the principal’s strategy. Fix a time t and a subgame in which Nt > 0. In

this case π∗t = 0 and the disloyal agent undermines unconditionally at all future times under

ζ, and so the principal’s unique best response is immediate termination. So consider instead

subgames in which Nt = 0, the current state is y ∈ [φ, 1], and current beliefs are p ∈ [φ, 1].

We will establish that 1) if p ≥ q(y), then x∗∗(y, p) with firing after observing undermining

is a best response to (ζs)s≥t, and 2) if p < q(y), then immediate firing is a best response.

This result will complete the proof that (χ,Λ, ζ) is a PBE, as in particular it implies that

the strategy profile is a Bayes Nash equilibrium, and that the agent’s continuation strategy

in every subgame is part of a Bayes Nash equilibrium of that subgame.

The optimality of firing following uncovered undermining is immediate, because if this

event is on-path the agent is surely disloyal and sets (ζs)t = 1 forever afterward, and if

off-path the principal’s actions afterward do not affect her ex ante payoffs. So we need only

characterize optimal behavior prior to observing undermining. Further, as the agent is more

likely to be loyal over time, achievable continuation payoffs rise over time. Thus an optimal

firing policy either fires immediately, or else never fires prior to uncovering undermining. We

therefore characterize the optimal policy assuming the latter firing policy, and show that it

is x∗∗(y, p). Given that this induces the undermining policy β∗∗(y, p), the principal’s payoff

from firing only after uncovering undermining is therefore exactly as in the commitment

game. It follows that immediate firing is an optimal policy iff p < q(y). So for the remainder

of the proof we ignore the possibility of immediate firing, and characterize the optimal stakes

path assuming firing only after observing undermining.

Note that the agent’s strategy is Markovian in the state (Xt, π
∗
t ), with βt = β†(Xt, π

∗
t ),

and that the evolution of π∗ similarly depends only on (Xt, π
∗
t ). So (xs)s≥t is a best response

to ζ in a subgame with (Xt, π
∗
t ) = (y, p) if and only if it solves the Markovian control problem

sup
x∈X(y)

{
p

∫ ∞
0

e−rtxt dt

+(1− p)
∫ ∞

0

exp

(
−rt−

∫ t

0

β†(xs, π(x, p)s) ds

)
(1−Kβ†(xt, π(x, p)t))xt dt

}
,

where X(y) ≡ {x ∈ X : x ≥ y}. So it is enough to solve the family of control problems

for arbitrary initial state (y, p) ∈ [0, 1]× [0, 1], and show that x∗∗(y, p) is an optimal policy.

(We will drop the restriction that y ≥ φ and p ≥ q and perform the characterization over

the entire space.)
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Define

V−(y, p) ≡

x∗∗(0, p)0/r, p < (K − 1)/K,

p/r − (1− p)(K − 1)/(r + γ), p ≥ (K − 1)/K

for all (y, p). Note that V− is continuous everywhere, in particular at p = (K − 1)/K, where

x∗∗(0, p−)0

r
=
x

r
=
K − 1

K

γ

r(r + γ)
=
K − 1

K

(
1

r
− 1

r + γ

)
=
p

r
− (1− p)K − 1

r + γ
.

It is also differentiable wrt p everywhere except at p = (K−1)/K, where it has left- and right-

hand derivatives which disagree. Let V (y, p) be the value function of the control problem

with initial stakes y and initial beliefs p. We first show that V−(y, p) ≥ V (y, p) for all (y, p),

and that if y ≤ x∗∗(0, p)0 then V (y, p) = V−(y, p) and x∗∗(y, p) is an optimal control under

initial state (y, p).

For every path x, let τ(x, p) be the random time which equals∞ with probability p, and

otherwise has a distribution with hazard rate γβ†(xt, π(x, p)t). Now fix an arbitrary càdlàg,

increasing, [y, 1]-valued path x. Note that V− is a continuously differentiable function in both

variables everywhere except on the plane p = (K− 1)/K. But because π(x, p) is a monotone

function of time, the path of (xt, π(x, p)t) crosses this plane at most once, from below, and

so Ito’s lemma can be applied before and after the crossing time without incident and the

results concatenated. Performing this process yields

e−rtV−(xt, π(x, p)t)1{τ(x, p) > t}

= V−(y, p) +

∫ t

0

e−rt
(
−rV−(xs, π(x, p)s) +

∂V−
∂p

(xs, π(x, p)s)π̇(x, p)s

)
1{τ(x, p) > s} ds

−
∑
s≤t

e−rsV−(xs, π(x, p)s)1{τ(x, p) = s},

with ∂V−
∂p

taken to be the left-hand derivative whenever p = (K−1)/K by convention. Taking

expectations of both sides yields

e−rtV−(xt, π(x, p)t)Q(x, p)t

= V−(y, p) +

∫ t

0

e−rsQ(x, p)s

(
−rV−(xs, π(x, p)s) +

∂V−
∂p

(xs, π(x, p)s)π̇(x, p)s

)
ds

−
∫ t

0

e−rsV−(xs, π(x, p)s)(1− p)γβ†(xs, π(x, p)s) exp

(
−γ
∫ s

0

β†(x, π(x, p)u) du

)
ds

= V−(y, p) +

∫ t

0

e−rsQ(x, p)s

(
− (r + (1− π(x, p)s)γβ

†(xs, π(x, p)s))V−(xs, π(x, p)s) · · ·
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+
∂V−
∂p

(xs, π(x, p)s)π̇(x, p)s

)
ds

where in the final equality we have used the Bayes’ rule identity

1− π(x, p)s = Q(x, p)−1
s (1− p) exp

(
−γ
∫ s

0

β†(xu, π(x, p)u) du

)
.

Inserting the identity π̇(x, p)s = γβ†(xs, π(x, p)s)π(x, p)s(1 − π(x, p)s) and letting t → ∞
yields

V−(y, p) =

∫ ∞
0

e−rsQ(x, p)s

(
(r + (1− π(x, p)s)γβ

†(xs, π(x, p)s))V−(xs, π(x, p)s) · · ·

− ∂V−
∂p

(xs, π(x, p)s)γβ
†(xs, π(x, p)s)π(x, p)s(1− π(x, p)s)

)
ds.

Lemma D.5. V− satisfies

(
r + (1− p)γβ†(y, p)

)
V−(y, p) ≥ (p+ (1− p)(1−Kβ†(y, p)))y +

∂V−
∂p

(y, p)γβ†(y, p)p(1− p)

for every y, p ∈ [0, 1], with equality whenever y ≤ x∗∗(0, p)0.

Proof. Call the inequality in the lemma statement the HJB equation. Suppose first that

p ≥ (K − 1)/K. In this case β†(y, p) = 1 while V−(y, p) is as stated previously. The lhs of

the HJB equation is then

(r + (1− p)γ)V−(y, p) = p+ p(1− p)γ
r
− r(1− p)K − 1

r + γ
− (1− p)2(K − 1)

γ

r + γ
.

Meanwhile the rhs becomes

(p− (1− p)(K − 1))y + p(1− p)γ
r

+ p(1− p)(K − 1)
γ

r + γ
.

As p ≥ (K − 1)/K, the rhs is maximized at y = 1, at which point some simplification shows

it to be equal to the lhs of the HJB equation. So the HJB equation holds as an inequality

in this case, and as an equality when y = 1 = x∗∗(0, p)0.

Next consider the regime p < (K − 1)/K, so that V−(y, p) = x∗∗(0, p)0/r. The lhs of the

HJB equation is

(r + (1− p)γβ†(y, p))x∗∗(0, p)0/r
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while the rhs is

(p+ (1− p)(1−Kβ†(y, p)))y +
∂x∗∗(0, p)0

∂p

γβ†(y, p)

r
p(1− p).

Using the explicit expression for x derived in the proof of Proposition 1, we may calculate

∂x∗∗(0, p)0

∂p
=

(
1 +

Kr

γ

)
x∗∗(0, p)0

p
.

Hence the rhs of the HJB equation is

(p+ (1− p)(1−Kβ†(y, p)))y +

(
1 +

Kr

γ

)
x∗∗(0, p)0

γβ†(y, p)

r
(1− p).

We shall consider two cases, y ≤ x∗∗(0, p)0 and y > x∗∗(0, p)0. In the case y ≤ x∗∗(0, p)0,

β†(y, p) = 1
(1−p)K , so the first term of the rhs of the HJB equation vanishes. A bit of further

simplification then shows that the rhs of the HJB equation equals the lhs. So the HJB

equation holds with equality in this case.

In the second case, y > x∗∗(0, p)0, we have β†(y, p) = 1. As p < (K−1)/K, the coefficient

for y on the rhs of the HJB is strictly negative, and the rhs of the HJB is strictly less than

(p+ (1− p)(1−K))x∗∗(0, p)0 +

(
1 +

Kr

γ

)
x∗∗(0, p)0

γ

r
(1− p).

Recalling that β†(y, p) = 1, it is easy to verify that this is equal to the lhs of the HJB. Hence,

the HJB holds as an inequality in this case.

In light of the previous lemma,

V−(y, p) ≥
∫ ∞

0

e−rsQ(x, p)s
(
(π(x, p)s + (1− π(x, p)s)(1−Kβ†(xs, π(x, p)s))

)
xs ds,

with equality if xt = x∗∗(0, π(x, p)t)0 for all time. Using the Bayes’ rule identities

π(x, p)t = pQ(x, p)−1
t , 1− π(x, p)t = (1− p)Q(x, p)−1

s exp

(
−γ
∫ s

0

β†(xu, π(x, p)u) du

)
,

the right-hand side may be rewritten in a more familiar form as

p

∫ ∞
0

e−rsxs ds+(1−p)
∫ ∞

0

exp

(
−rt− γ

∫ s

0

β†(xu, π(x, p)u) du

)
(1−Kβ†(xs, π(x, p)s))xs ds,

which is exactly the principal’s expected profit under control x. So V−(y, p) is an upper
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bound on the profit of any feasible control, and the upper bound is achieved by any control

satisfying xt = x∗∗(0, π(x, p)t)0 for all time.

Now by definition of β∗∗ and π, x∗∗(y, p)t = x∗∗(x∗∗(y, p)t, π(x∗∗(y, p), p)t)0 for all time.

Further, if y ≤ x∗∗(0, p), then the lower bound constraint never binds at any point in time

along x∗∗(y, p),meaning that it must also not bind at time 0 along x∗∗(x∗∗(y, p)t, π(x∗∗(y, p), p)t)

for any t. So x∗∗(y, p)t = x∗∗(0, π(x∗∗(y, p), p)t)0 for all time, meaning that x∗∗(y, p) achieves

profits V−(y, p) and is an optimal policy.

Now suppose initial states (y, p) satisfy y > x∗∗(0, p). Let T be the unique time satisfying

y = x∗∗(0, π(y, p)t)0. We claim that the policy x# defined by x#
t = y for t ≤ T and (x#

t )t≥T =

x∗∗(0, π(y, p)T ) is an optimal policy. Once the state has reached (y, π(y, p)T ), the claimed

optimal continuation follows immediately from the Markovian nature of the problem and

the optimality result for initial states satisfying y ≤ x∗∗(0, p). So we need only establish that

the optimal policy guides the state to (y, π(y, p)T ) by setting xt = y.

Fix an arbitrary stakes path x. As x ≥ y, it must be that xt > x∗∗(0, π(y, p)t)0 for t < T.

Hence β†(xt, π(x, p)t) = β∗∗(xt, π(x, p)t)0 = 1 for all t < T, and so π(x, p)t is independent

of x for t < T. In particular, π(x, p)T = π(y, p)T . So consider the modified stakes path x̃

defined by x̃t = xt for t < T, and (x̃s)s≥t = x∗∗(0, π(y, p)T ). This modified path may not

be feasible, as it may require a downward jump at time T. However, it provides an upper

bound on the profits of the path x, as we have modified the continuation path after time T

to its optimum given beliefs π(x, p)T = π(y, p)T ignoring the lower bound constraint. Note

also that the path of x̃ subsequent to time T is independent of (x̃s)s≤t.

Now, expected profits from x̃, which are an upper bound on the profits of x, are just∫ T

0

e−rtQ(y, p)t (π(y, p)t − π(y, p)t(K − 1)) x̃t dt+ e−rTQ(y, p)TV−(y, π(y, p)T ).

Note that the integrand is strictly negative and strictly decreasing in x̃t at each t < T given

that x̃t > x∗∗(0, π(y, p)t)0 and therefore π(y, p)t < (K − 1)/K. So lowering x̃t to y at each

t < T must strictly increase profits. But this results in exactly the policy x#, establishing

its optimality.

Finally, we establish that x# = x∗∗(y, p), proving that x∗∗(y, p) is an optimal policy for

every initial state (y, p). By construction, (x∗∗(y, p)s)s≥t = x∗∗(x∗∗(y, p)t, π(x∗∗(y, p), p)t) for

all t. Let T ′ ≡ inf{t : x∗∗(y, p)t > y}. Then the path x∗∗(x∗∗(y, p)T ′ , π(x∗∗(y, p), p)T ′) =

(x∗∗(y, p)t)t≥T is unconstrained by the lower stakes bound, meaning

(x∗∗(y, p)t)t≥T ′ = x∗∗(0, π(x∗∗(y, p), p)T ′).
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And since x∗∗(y, p)t = y for t ≤ T ′, it must be that π(x∗∗(y, p), p)t = π(y, p)t for t ≤ T ′. So

T ′ satisfies y = x∗∗(0, π(y, p)T ′)0, an equation uniquely satisfied by T, meaning T = T ′. Thus

x∗∗(y, p)t = y for y < T, and (x∗∗(y, p)t)t≥T = x∗∗(0, π(x∗∗(y, p), p)T ), meaning x∗∗(y, p) =

x#, as desired.

E Supplementary Appendix

E.1 Mixed-strategy equilibria

While analyzing the no-commitment outcome, we have so far restricted attention to equilib-

rium implementation of deterministic contracts. We now consider randomization of under-

mining in equilibrium.

While the logic of Proposition D.1 continues to guarantee that x∗ is the unique equi-

librium stakes path even when the agent randomizes, the path β∗ is no longer the unique

equilibrium path of undermining on the interval [t, t] when randomization is allowed. Mul-

tiplicity arises because to sustain principal incentives along the equilibrium path, it is nec-

essary and sufficient that principal posterior beliefs follow the path (q′t)t≥0 characterized in

the proof of Lemma D.1. With proper randomization, this can be achieved through a mixed

undermining strategy. In particular, consider a mixed strategy under which the agent stops

undermining at time t, and then resumes with full intensity forever after at a random time

τβ ∼ F (·), where F is a distribution over R with support contained in the interval [t, t].

Since the agent is indifferent about undermining in this interval, any such mixed strategy is

incentive-compatible. The next lemma establishes existence of a unique such F under which

the sequence of the principal’s posterior beliefs are precisely q′.

Lemma E.1. Suppose t < t. There exists a unique distribution function F ∗ with support

contained in [t, t] such that the principal’s posterior beliefs induced by F ∗ satisfy πt = q′t for

every t ∈ [t, t]. The function F ∗ is strictly increasing on [t, t], continuous except at t = t, and

satisfies F ∗(t) = β∗t and F ∗(t) = 1.

Proof. Fix a distribution function F with support on [t, t]. Under F, the principal’s posterior

belief at time πt for t ∈ [t, t] is given by Bayes’ rule as

πt =
q′t

q′t + (1− q′t)
(∫ t
−∞ dF (τβ) exp (−γ(t− τβ)) + (1− F (t))

) .
Meanwhile, q′t is similarly characterized as the posterior beliefs under the (deterministic)
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undermining process β∗, which by Bayes’ rule are

q′t =
q′t

q′t + (1− q′t) exp
(
−γ
∫ t
t
β∗s ds

) .
Equating these two expressions reveals that πt = q′t for t ∈ [t, t] if∫ t

−∞
dF (τβ) exp

(
−γ(t− τβ)

)
+ (1− F (t)) = exp

(
−γ
∫ t

t

β∗s ds

)
.

Both sides of this expression equal 1 when t = t, as F (t) = 0 for t < t, and so the integral

on the lhs evaluated at t = t is precisely F (t). So the two expressions are equal everywhere

on [t, t] if their derivatives are equal everywhere on this interval. Differentiating both sides

gives the required distribution function

F ∗(t) = 1− (1− β∗t ) exp

(
−γ
∫ t

t

β∗s ds

)
.

As β∗ is a strictly increasing, continuous on [t, t], F ∗ is strictly increasing and continuous on

[t, t] and satisfies F ∗(t) = β∗t . Further, since β∗
t

= 1, F ∗(t) = 1. Extend F ∗ to the real line

by setting F ∗(t) = 0 for t < t and F ∗(t) = 1 for t > t. Then F ∗ is a well-defined distribution

function with support on [t, t] which is continuous everywhere except at t = t.

It follows that there exists a Bayes Nash equilibrium whose equilibrium path induces

stakes path x∗ and a distribution F ∗ over the time at which the agent begins undermining

subsequent to time t. (An agent strategy supporting such an equilibrium can be described

by specifying that following any deviation by the principal, the agent restarts his strategy

conditioning on current stakes and beliefs, and randomizes anew the next time a gradual

undermining interval is reached.)15 A multiplicity of mixed-strategy equilibria of this type

can be constructed, differing in the details of the undermining path followed once the random

time for undermining to begin has been reached. All such constructions have the property

that the “effective” rate of undermining at each time t, i.e. the hazard rate of arrival of

an observation of undermining normalized by the detection rate γ, is exactly the rate β∗t

specified in the pure-strategy equilibrium.

Mixed-strategy equilibria are notable because in a discrete-time approximation of our

15This equilibrium is also in spirit a perfect Bayesian equilibrium, although we do not attempt to formally
define a notion of mixed-strategy perfect Bayesian equilibrium in our setting. Such notions are difficult to
formalize in continuous time due to the general impossibility of specifying strategies featuring independent
randomization of actions at all points in time, a property generally imposed in discrete-time definitions based
on behavioral strategies.
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model, the unique equilibrium (in behavioral strategies) involves mixed strategies. To see

this, note that in discrete time the Bellman equation governing the agent’s optimal under-

mining strategy is

Ut = sup
β∈[0,1]

{(Kβt − 1)x∗t + exp(−(r + γβ)∆t)Ut+∆t} .

Because the exponential function is strictly convex, the interior of the right-hand side is

strictly convex in β whenever continuation values are positive. So any optimal undermining

policy, whether deterministic or random, must have support only on {0, 1}. In particular,

at times in the interval [t, t], in equilibrium the agent must randomize over undermining at

full intensity or not undermining at all to induce the proper sequence of ex post beliefs for

the principal.

Despite the necessity of randomization in discrete time, our pure-strategy equilibrium is

the closest in spirit to the limit of discrete-time equilibria in behavioral strategies. When

the time step ∆t is taken very small, paths of undermining in the time interval [t, t] exhibit

many rapid oscillations between undermining or not, closely approximating the flow payoffs

of a deterministic interior undermining strategy.16 The mixed strategy equilibria outlined

above, by contrast, involve smooth undermining paths with correlation between undermining

at different points in time. So our pure-strategy equilibrium is best considered as the unique

limit outcome of discrete-time equilibria in behavioral strategies, while all mixed-strategy

equilibria are the limit of discrete-time equilibria involving correlated randomization across

periods.

16As is well-known, it is not possible to specify stochastic processes in continuous time which exhibit
independence of values of the process at all points in time and also retain basic joint measurability properties.
So the limit of behavioral strategies taken in the most literal sense is not well-defined in the continuous-time
game.
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